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Information Reconciliation Through Agent Controlled Graph
Model

Rita Saba

ABSTRACT

With the advancement of Internet technology and the rise of big data, securing information
from malicious attacks has become more important; yet, more challenging. Even though
prevention techniques exist, they’re not enough to fully secure the data from malicious
activities. Thus, the need for a detection and recovery algorithm to assess the damage and
bring the database back to its consistent state in case of an attack. Multiple models have been
proposed and different techniques and data structures were used. Our approach provides a
damage assessment and recovery algorithm that is based on agents and graphs.

Keywords: Damage Assessment, Recovery, Transaction Dependency, Malicious Attacks,
Agents, and Graphs.
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CHAPTER ONE

INTRODUCTION

1.1 Overview

Data are facts and statistics collected in order to make decisions in a rational manner.
Information, as the name indicates, is used to convey a particular message, insight or a series
of messages and insights to the user based on the analyzed facts, data and statistics. It is
analyzed and modeled in order to transfer raw data into actionable knowledge to support the
process of decision-making. Information is the core of any organization and if ruptured or
damaged, the whole system will, inevitably, be rendered harmed; thus, the need to secure and
protect databases along with the information that it comprises against any unauthorized access.
Information security consists of three main pillars: prevention, detection, and correction. The
prevention phase should include access rules, policies and procedures that would assist in
protecting the database from unauthorized access in order to prevent information disclosure
to illegal users such as, role access control. Prevention is mandatory and it is the key for a
successful security strategy. Yet, as attacks have become more sophisticated, prevention
measures are not enough to guarantee the system’s security. Therefore, when preventative
measures fail to protect the system, the role of detection techniques is utilized. An example
would be the Intrusion Detection System (IDS) which is capable of identifying and detecting
a set of malicious transactions. However, since detection techniques do not always
immediately detect malicious activity, information is prone to damage and corruption.

Accordingly, a new phase of information



security is necessary: the correction phase. Correction techniques, allow for not only
damage assessment but also recovery in order to recover the database to a its consistent

and reliable state; similar to the state prior to the attack.

Information warfare is the war conducted to dominate the info-sphere. Information
warfare covers the full range of competitive information operations from destroying IT
equipment to subtle perception management and from industrial espionage to marketing
[1]. Information warfare has two main objectives. The first is to exploit competitor’s
information wherein one takes advantage of a bug or vulnerability in the software to cause
intended or unintended actions that lead to privilege escalation, denial of service and the

likes. The second is to protect your system against similar potential attacks.

There are multiple strategies and techniques for information deployment.
Accordingly, attackers may have various intentions in which they could leverage a
multitude of different actions in order to cease their goal. Thus, in the case of an
information warfare, this would affect the CIA (Confidentiality, Integrity, and
Availability) triad of a database. Confidentiality mainly deals with the set of rules, policies
or regulations that control access to the database and its information. This property is used
to prevent unauthorized users from gaining access to secured data. Integrity is the process
of ensuring that the data provided by a database at any stage is accurate and trustworthy.
Data should not be altered but instead should be consistent at any given time. Availability
deals with guaranteeing access to all hardware and software components of the database
at any time. Attackers might perform many operations with different intentions that will

affect the CIA triad of the database [25]:



1. Destruction: this goal requires knowledge of the system. This mainly affects the
availability of the database. The attacker inserts different types of information
which would lead to the destruction of the database. An example would be
alternating the refresh rate of some monitors and thus, causing them to burn out;

2. Delay: creating a delay within the transactions of the database. This attack mainly
affects both the availability and integrity of the database. In other terms, it affects
its consistency as well as its accuracy. One of the reasons behind a similar attack
could be increasing the load on some networks in the system and ultimately taking
them down;

3. Monitor and Control: this allows the attacker to take control of the database. An
example would be an attacker granting himself/herself administrative access to the
database wherein he/she has full control to monitor all user activities. This would
affect both the confidentiality and the integrity of the database;

4. Personal Gain: this goal affects all the CIA triad of a database; confidentiality,
integrity and availability. An example would be an attacker attempting to gain
access to a bank’s database in order to transfer money from or to his/her account.

Reconciliation or data validation is the process of ensuring that two data sets are in
agreement. It is the key element that ensures that the database, at any given time, is
consistent. That is, the state of a database prior to any attack is identical to its state after
recovery post an attack. The use of such methodology allows for accurate and reliable
extraction of data at any point in time. With no data reconciliation procedures, database
issues and inconsistencies can go undetected. This in return will harm data accuracy and

consequently, lead to incorrect insights.



Due to its importance, information security and reconciliation should be the
fundamental concern when dealing with information. Thus, an ongoing process of
preventive methods should be implemented to protect the system and its information from
any unauthorized access that could be used in an attempt to disclose, damage or disrupt
the data. And in the case of an attack, specific measures should be taken so as to allow for
fast and efficient recovery. Reconciliation should be implemented to ensure that the

database is in a consistent state.

1.2 Problem Statement

In the case of a database attack, recovery should be done as quickly as possible in

order to avoid damage propagation and inaccurate access to data.

In the situation wherein time has elapsed before the detection and correction phases
have taken place, the damage caused from the attack would have eventually propagated from
one transaction to another. Being that, there are two types of damaged transactions: malicious
and affected. Malicious transactions represent the set of transactions that the attacker had
directly exploited. As in the case of an affected database it is the set of transactions that are
reading data written in a malicious form. As a consequence it is of utmost importance for all
the transactions that are dependent on the malicious database to be taken into consideration

by the damage assessment and recovery algorithm.

Damage assessment algorithms are based on two different approaches. The first, being
dependent on transactions. That is, it does not take into consideration which data item was
damaged by the malicious attack, but instead, it looks at the transaction level and accordingly,

resolves all the transactions that consist of the damaged data item in their



history. The algorithm at this point is not aware of which data item in particular has been
affected. In this case the main concern is that transaction T2, for instance, had read data written
by transaction T1. This approach is known as transaction dependency. The second approach
takes a look into which data was specifically affected, which is known as data dependency.
Unlike transaction dependency, the data dependency approach would instead look into which
data item was concerned and accordingly, has been affected by the malicious attack. That is,
for instance, data item X of transaction T2 was affected since it was written based on data item

Y that is a malicious component of transaction T1.

With the evolution of technology and big data concept, large amounts of complex
data are constantly being produced. This revolution has introduced new challenges to the
industry of security as it has made the process of damage assessment and recovery more
and more time consuming. The recovery process of such a data would then create a
bottleneck in the attempt to utilize the huge log files to recover the database; as a result,
this unrealistic time to check the log file would, by itself, lead to a denial of service.
Therefore, we are interested in finding an algorithm as a solution to prevent such

drawbacks or at least one that reduces them.

1.3 Scope of the Work

In this thesis, we present a damage assessment and recovery algorithm that makes use
of an agent-based model and graphs as a solution for the damage assessment and recovery
processes without having the need to rely on log files. Agents in this situation would be
segmented on the basis of cluster keys wherein each agent would be responsible for the control
of a specific area within that particular database. Agents creation can be arranged and prepared

based on different approaches; which are to be discussed at a later



stage in this thesis. Sub-graphs are utilized to keep track of all the transactional activities
in addition to their transactional relations. Meanwhile, agents will be responsible for
governing the sub-graphs based on the segmentation criteria. In the case of a damage
assessment process, agents will coordinate along with their corresponding sub-graphs so
as to locate the malicious activity. As for the recovery process it would be as simple as
rolling back the sub-graph nodes until the recovery algorithm arrives at the first transaction
that is not malicious. The proposed approach would allow for parallel sub-graph traversal.
Accordingly, the processes are to concurrently search for the malicious and affected
transactions and subsequently create a faster damage assessment and data recovery

process.

Optimizing towards a faster damage assessment and recovery process reduces the
offline downtime of the database, which in return would increase the database availability.
Data segmentation and clustering would also allow for problem localization. That is,
instead of having to scan the entire database searching for the malicious transaction and
its effects, this method of approach would alternatively allow for localization of the
problem in specific parts of the database. Agents would not have any overlapping
transactions. Thus, in the case of an attack, there would be no need to take the whole
database offline but only the damaged part. This, as discussed earlier, enforces problem
localization wherein the problem would only be localized in a given area under a given
agent. Therefore, this would allow for the remaining sub-graphs of the database to remain

online and fully functional.

At any time T, the database is expected to be in a normally operating state; however, in

case of an attack, at the same time T, the database would be at a pseudo-normal state.



Thus, the need to take the database offline for recovery. Accordingly, the recovery time

required would be equal to the time taken for detection + recovery + offline time.

We aim at building an algorithm that is time efficient and capable of reducing the
offline time of the database; and thus, increasing its availability. The main goal is to avoid
a denial of service all while simultaneously recovering from malicious and affected

transactions.

1.4 Definitions

Definition 1: A write operation wi[x] of a transaction Ti is dependent on a read ri[y]

operation of Ti, if wi[x] is computed using the value obtained from ri[y] [2].

Definition 2: A blind write occurs when a transaction Tj writes a data item y without

reading the prior existing values of y [3].

Definition 3: In a strict execution, all read and write operations on a data item y will be

delayed until all write(y) commands either commits or aborts [4].

Definition 4: If a transaction management mechanism guarantees strictness and does not
allow any write operation on a data item x until all transactions that have previously read

X commit or abort then it is said to be rigorous [5].

Definition 5: If X is totally ordered under <, then the following statements hold for all a,

band cin X [6]:

If a<bandb <athena = Db (anti-symmetry)

If a<band b <c then a < c (transitivity)



a<borb<a (totality).

Definition 6: If x = f(I) this implies that the write operation wi[x]of a transaction Ti is
dependent on the set of data items in I. That is the data items in | are used in calculating
the values of x. If x # | then the operation is called a blind write. In this case if the value

of x is damaged it will be refreshed after the write operation is done [2].

1.5 Organization of the Thesis

The following chapters of the thesis are organized as follows. Chapter 2 will cover
the literature review of previous findings related to information warfare and damage
assessment and recovery in a database. Chapter 3 will cover the details of the damage
assessment and recovery process along with examples illustrating how both processes
work. Chapter 4 will cover and analyze the results of our experiments when compared to
previously proposed ones. The last chapter, chapter 5, will cover the conclusion and the

proposed future work.



CHAPTER TWO

LITERATURE REVIEW

Given the importance of information warfare and data reconciliation, many studies
were carried out with the purpose of enhancing existing or finding new effective
approaches to deal with damage assessment and recovery in the case of an attack. Different
methods were utilized in different papers. While some of the researchers presented
techniques based on transactional dependency, wherein the proposed approach does not
take into consideration data items that represent the dependency. Other researchers
presented techniques based on data dependency. Different researchers also looked into
different data structures to solve the issue. Some approaches were based on matrices, while
others on clusters and graphs. In this section we will present an overview of the different

literature reviews that are available.

2.1 Matrices in Recovery

In [7] Haraty et al. proposed an approach for information warfare damage
assessment and recovery using matrices as a data structure. The algorithm assumes the

following:

1. There is an intrusion detection system that detects the malicious transaction. From
that point, the proposed algorithm is supposed to guarantee a successful database
detection and recovery.

2. The history produced by the scheduler is rigorously serializable.

3. The log file cannot be tampered with and will be used for recovery.



To decrease detection time, this algorithm proposed utilizing checkpoints for
wherein the data is flushed into a permanent memory preceding every checkpoint in a
given specific period of time. After a certain time has elapsed, the data would become
obsolete and here the algorithm assumes that no malicious transactions exist in that precise
set of transactions. So rather than allowing the log file to grow tremendously in size, the
data that the algorithm has deemed clean is then transferred to be stored in the permanent
memory; thus, decreasing reading time and memory space. Checkpoint values should be
carefully chosen; as they should not be too small in order to locate the malicious
transactions in the log file nor too big creating large log files that are not easily
manageable. If the algorithm faces a case wherein the intrusion detection system was
rather late to sense the malicious transaction preceding an already establish checkpoint, it
then takes advantage of the sequential log file that is used to rebuild the matrix and run
the model as would of been done in the case where a checkpoint did not exist in the first

place.

The matrix used in this algorithm is a two-dimensional array, such that the columns
represent all the data items that are present in the database and the rows represent all the
transactions that had occurred. The matrix is filled in as follows: for each transaction,
every data item will have a value depending on the operations that the transaction has done
to this data item. VValues represent the following:

[J 00: a data item that is unmodified by that transaction.
(1 01: a data item that is blindly written by that transaction.

[ A positive transaction ID: a data item that is amended following 1 transaction

that has previously committed.

10



[1 A negative transaction ID: a data item that is amended following a set of
transactions that had previously committed. In this case a second array will be
used.

The algorithm also maintains a one-dimensional array that stores all detected
malicious transactions. The proposed approach traverses the matrix row-by-row searching
for the affected transactions. It starts with the transaction that directly follows the
malicious transaction with the least transaction ID and begins checking the status of the
data inside each transaction. Accordingly, four detection scenarios can be spoken of. If

the entry is:

[1 00, the algorithm will skip that column and check the following ones.

[1 01, the algorithm will also skip that columns and check the following ones.

[1 Positive transaction ID, then the algorithm scans the array of malicious
transactions. If the transaction ID is available, then the transaction is added to the
set of affected transactions and the algorithm moves down to the next row,
scanning the next transaction’s status. If the transaction was not found in the
malicious container, then the container of affected transactions will be checked as
well. If the transaction was found, the container should be updated.

"1 Negative transaction ID: this shows that at least 1 committed transaction has modified
the affected one. In this case the algorithm checks the second array searching for the
affected committed transaction using the same key as the row that it is searching in.
Once the malicious transaction has been spotted, it’s moved to the affected matrix.

The algorithm continues scanning all the rows until the very

11



last one searching for malicious transactions and adding them to the affected
matrix set.
Since the matrix and log file are sequential, the algorithm guarantees to cover all
malicious transactions as it starts the assessment from that first point (transaction with

smallest ID).

Another approach was proposed by Haraty, Zekri, & Kaddoura, in [8]. The
proposed approach uses matrices, wherein the matrix is formed by a two-dimensional
array of linked lists. Each row of the matrix begins with a committed transaction and then,
every transaction that commits and is dependent on that transaction will be added attached
to the end of its respective linked list. For instance, if a transaction T2 reads from another
transaction T1, then T2 will be added to the end of the linked list of T1. The proposed
approach only deals with integers; only transactions IDs are stored in the matrix. No other
data structure is needed. Using only integers and a single data structure will save memory.
It assumes the following:

1. The algorithm follows a transaction-based dependency.

2. Thereis an intrusion detection system that detects the malicious transactions. From
that point, the proposed algorithm is supposed to guarantee a successful database
detection and recovery.

3. The history produced by the scheduler is rigorously serializable.

4. The log file cannot be tampered with and will be used for recovery.

5. Transactions IDs are unique and sequential; Ti>Tj for all i>]

Since every time a new transaction commits, it is added as a new row to the matrix.

Accordingly, the matrix will vertically expand as long as the program is being executed.

12



By connecting the I1Ds of related transactions together in the same linked list, the algorithm
allows for easier damage assessment especially since it is rigorously serializable,
decreasing the number of iterations needed to access an item. Items in the matrix can be
directly accessed using its rows or columns index and as a result, decreasing the
algorithm’s running time. When the intrusion detection system detects a malicious
transaction, this transaction and all the identified affected transactions will be extracted
using the linked list on that index. Moreover, the system loops over the affected list of
affected transactions and will add other affected transactions. For damage assessment the

algorithm will only use the matrix along with the log file.

Once the damage assessment phase is over and the algorithm has the full list of
malicious and damaged transactions, recovery begins. The end result will bring the
database back to a consistent state. The proposed approach will delete all malicious
transactions and will recover the affected transactions. During this phase, the algorithm
will use the set of affected transactions, the set of malicious transactions as well as the log

file.

A third suggested approach, proposed by Haraty & Sai, M. in [9], was also based on
matrices. The authors proposed maintaining a single matrix data structure along with the log
file of the database. This matrix will be used to save dependencies between transactions. For
instance, if transaction X depends on another transaction Y then both transactions will be added
to that matrix. The matrix only stores information that is useful for both the detection and
assessment phases. The latter tactic would save memory footprint. This matrix gets updated
dynamically with the execution of every transaction. Arrays of sorted linked lists were used

to represent the matrix structure. Linked lists would

13



decrease the detection time of affected and malicious transactions. This approach does not
take into consideration any relation between data and thus, it follows transactional
dependency. This model assumes that there is an intrusion detection system that
determines the set of malicious transactions. After receiving the set of malicious
transactions, the algorithm will guarantee the efficient detection and recovery of the
database. Once the intrusion detection system senses malicious transaction(s), the
algorithm starts by searching for the malicious transaction with the smallest ID. Once
found, the algorithm will go to the next transaction after the smallest malicious one
searching for affected transaction. It will do so by traversing the linked list found at the
inspected array entry for a number of times equal to the total number of entries in the list
of malicious transactions and the list of affected transactions. Then the algorithm goes to
the next array in the matrix, until finding all malicious and affected transactions. Every
time a malicious or affected transaction is detected, the index of the array is added as an
entry to the list of affected transactions. After the detection phase is over, the recovery
part begins to roll back the database to its last consistent state. This phase is divided into
two sub-phases: undoing the malicious transactions and recreating the affected ones. For
every malicious/affected transaction that is in the input array of the detection algorithm,
the system would scan the array in which the log file was imported searching for the details
of the malicious/affected transactions and undoing/redoing their actions. The array is
indexed by the ID of the transaction, so for instance, if transaction Ti is part of the array it
will be found at array[i]. This indexing tactic will improve performance of the recovery
algorithm by reducing the access time to the transactions to be redone or undone. The

model assumes that:

14



The history produced by the scheduler is rigorously serializable.

The log file cannot be tampered with.

Only committed transactions are added into the matrix.

Each data item will either be blindly written by the transaction, left uynmodified by
the transaction, or modified according to one or more previously committed
transaction.

The matrix only takes into account the transactions that have amended data
according to a set of one or more transaction(s) that have committed earlier.

The items in the array represent the set of transactions that have amended data
items in the database after reading data from other transaction(s) that have

committed earlier.

2.2 Log File Independent Approach

Zhou, J., & Panda in [10] proposed an approach for data recovery that does not

utilize log files in the case of an attack with the following assumptions:

4.

5.

There is an intrusion detection system that detects the malicious transactions. From
that point, the proposed algorithm is supposed to guarantee a successful database
detection and recovery.

The history produced by the scheduler is rigorously serializable.

The log file cannot be tampered with and will be used for recovery.

A data item cannot be updated more than once by the same transaction.

Transaction dependencies will remain the same during recovery.

Below are some vocabularies that is essential for the proposed model:

15



1. A write operation is dependent on a read operation if it is calculated using data
obtained from it

2. Read-Matrix: This matrix is used to store data about committed transactions with
read operations. The first column in the matrix saves the transaction’s ID and the
remaining ones have data for all of the database transactions. Every row in the
matrix embodies a new transaction. If column 2 at row 3 has a value of 1 then this
means that transaction 3 has read data items by transaction 2; else the value stores
would be a 0. A vector of Os indicates a fresh write.

3. Write-Matrix: This matrix is used to store data about committed transactions
with write operations. Its data structure is similar to a Read_Matrix.

4. Damaged-Data-Vector: This vector is used during the damage assessment phase
to identify damaged data items. Initially it is initialized as a zero-vector. Again,
similar to the above, a 1 bit at the position representing data item d, shows that d1
has been marked as damaged.

5. Damaged-Transaction- list: Represents all the transactions that have been marked
as damaged.

The Read_Matrix and Write_Matrix functions are utilized during the damage
assessment phase instead of the log file. They are built in the process of transaction
execution. Every time a new transaction commits, a new row is added to the end of the
matrix. This way the order of the rows in the matrix row will be the same as the committed
transactions’ sequence. It only starts executing once a malicious transaction is identified.

The algorithm works as follows:

16



1. After detecting a malicious transaction Tj, the algorithm adds it to the Damaged-
Transaction-list, then searches in the Read_Matrix for the row corresponding to
this transaction;

2. Itthen searches for the affected data items. This can be identified by the 1 bit value.
Subsequently, it stores the information of row j in the Damaged-Data-Vector using
the logical operator;

3. To identify the set of affected transactions, the algorithm scans the Read_Matrix
starting at index j+1 as this is where the first transaction that had read data from j
might be located. It identifies whether a data item was affected or not, the
algorithm performs a logical AND operation between the row at j+1 and
Damaged-Data-Vector. If the resulting vector is a zero, then this transaction has
not been affected. Else, the transaction is added to the Damaged-Transaction- list.
Afterwards, the logical OR operation is carried out to store the corresponding data
items in Damaged-Data-Vector. The assumption here is that once a transaction had
read data from a damaged transaction, all the corresponding data items written by
it are damaged. All valid writes on any data item will be removed from the
Damaged-Data-Vector. For instance, if a transaction Ti reads a data item that has
been written by a malicious transaction yet has not affected the data items written
by Ti then they are not to be refreshed unless they have been damaged previously.
A zero-vector will be used to represent the value for these data items in the
Damaged-Data-Vector.

4. Repeat step 3 until all the transactions in Write_Matrix and Read_Matrix have
been reached and processed.

Once the damage assessment phase has ended and all the malicious and affected
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transactions/data items have been identified, the recovery phase begins.

The main advantage of this approach is that it significantly decreases 1/0s since the
proposed damage assessment model does not continuously access the database log file.
However, the main drawback lays in big databases wherein it would be largely space
consuming to store matrices. This solution also works in distributed database

environments.

2.3 Distributed Recovery

Liu, P., & Yu, M. in [11] presented a model for damage assessment and recovery in
distributed databases. In case of a malicious attack, the damage assessment algorithm
would take into consideration two types of transactions: malicious and affected ones. In
the proposed model, the set of malicious transactions is denoted by B= {B1, B2,..., Bm}.
While, the set of affected (innocent) transactions is denoted by G= {G1, G2,..., Gn}.

Below are some needed definitions:

1. A sub-transaction Tab is dependent on another sub-transaction Tij if Tab reads a
data item written by Tab; where no other sub-transaction has updated the same
data item in the meantime

2. A transaction Ta is dependent on another transaction Ti iff one of Ta’s sub-
transactions is dependent on one of Ti’s transactions

3. Atransaction Ta is said to affect another transaction Ti iff the ordered pair (Tj,
Ti) is in the transitive closure of the dependent upon relation.

4. The term “affect” can be used for both indirect and direct affecting

From a high-level point of view, the architecture of the proposed damage assessment
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algorithm works as follows. There are two types of processes that are available on every
site: a local damage assessment and repair (DAR) manager as well as a local DAR
executor. The DAR executor is responsible for scanning the local site log file searching
for the affected sub-transactions, in addition to the responsibility for creating the
equivalent cleaning sub-transaction for each. The local DAR manager is in charge of
coordinating the damage assessment and repair process of the transactions that are affected
by the malicious one and creating their corresponding cleaning transactions. A transaction
can be affected if it has sub-transactions or coordinators at the site where it is affected. In
a nutshell, the local DAR manager will be (a) coaching the local DAR executors to assess
the damage spread by the malicious transaction, and (b) coordinating the cleaning
transaction of the affected transaction. Cleaning transactions are executed just like a

normal transaction.

Global coordination between sites is needed in order to ensure the optimal DAR. In
the proposed model this is done through the local DAR manager and DAR executor
coordination. When the set of malicious transactions, B, is detected, it is sent in parallel
to the local DAR manager where these transactions are located. The DAR manager then
sends an ASSESS message to the DAR executors that are responsible for coordinating the
sub-transactions of the malicious transactions. This process assesses each potential
affected sub-transaction on its own. That is, the DAR executor at each site will only assess
one potential affected sub-transaction, when done, it then sends a message to the local
DAR manager at that site, which in turn will send again an ASSESS message to measure
the damage cause by B. This process will be repeated until all the damage assessment

phases are done and the same is located.
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The recovery process is simpler and is done through distributed cleaning
transactions. For every malicious or affected transaction, the DAR managers at their site
are in charge of generating a cleaning transaction. Then, the DAR executors are
responsible for creating the corresponding cleaning sub-transaction for every sub-
transaction of the malicious/affected transaction. Sometimes it requires more than one
cleaning sub-transaction to clean a sub-transaction as the first relies only on local

information, which isn’t always complete.

This model takes into consideration the following assumptions at each site:

1. There’s a transaction log.

2. Each read operation is recorded in a log.

3. Each log stores six types of operations: read, write, abort, commit, prepare, and
end records.

4. Each log contains: the type of the record (stated in 3.), the identifier of the
application, the identifier of the transaction, the identifier of the coordinator, and
the identities of the subordinates in the case of the commit/abort records.

In addition to logs, in term of data structure, the proposed model uses at each site:

1. A Cleaned Item Table (CIT) that contains the items that have been ‘cleaned’ at
that site;
2. Every item in the table has two numbers: (a) cLSN, which indicates when the item

was damaged, and (b) eLSN, which indicates when the item has been cleaned;
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3. An ItemlID referring to the identifier of a data item. An LSN, referring to the log
serial number, and a unique number associated with each log record. As the log
grows, LSN becomes larger.

In [12] Zuo, Y., & Panda, B. X discussed that for a distributed database damage
assessment process to be successful, coordination between different sites is necessary. A
global transaction would have many sub-transactions running on different sites and if one
of these sub-transactions is malicious or affected then the whole transaction might have to
be aborted. For this, the algorithm proposes that each site should have a local manager
that is responsible for mainly two things. The first is the communication and coordination
with other site managers to ensure successful damage assessment process. The second is
scanning the log file that is available on every site to detect the direct or indirect relation
between locally and globally executed transactions. The output of this algorithm is the set
of malicious and affected transactions that will then be given as an input to the recovery
algorithm. The latter will use the following operations “UNDO” and “REDO” to recover

the database to its consistent state.

2.4 Traditional Approach

In [13], Bai, K., & Liu, P. presented a damage assessment and recovery algorithm
that is based on log files. However, their model approaches data recovery in a new light.
It is a new and original recovery algorithm. The suggested approach, Data Damage
Tracking, Quarantine, and Recovery (DTQR), allows the database to keep providing
services in an excellent and normal manner even under malicious attacks. The new data
damage tracking quarantine and recovery model is called “Trace” and it reduces the

downtime of the database to zero. It implements an advanced tagging technique that is
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able of keeping track of damaged transactions without having to log the read operations.
The algorithm assumes that there’s an intrusion detection system that detects the malicious
transactions. Having said that, “Trace” can operate in two different ways: the first is the
“standby mode”. This mode is active whenever no malicious transactions have been
detected in the database. The second is the “cleansing mode” and is activated whenever
there is an attack on the database. In this phase “Trace” will execute the quarantine,

assessment, and cleansing steps.

2.5 Clusters and Sub-Clusters

In [14] Haraty, R. & Zeitunlian, A. presented an approach based on clusters and sub-

clusters to maintain data reaction. First, let us begin with a few assumptions:

1. There’s an intrusion detection system (IDS) that detects the set of malicious
transactions.

2. The history produced is rigorously serializable.

3. Different types of read and write are produced by the scheduler.

4. There is atemp log file that stores information about transactions during execution
and the clustered log file only contains committed transactions. This will avoid
undoing operations in case of media or transaction breakdown.

5. The IDs of the transactions are sequentially incremental.

The proposed algorithm uses the following data structures:

1. Transaction Sub Cluster List (TSC): which is used to save the transaction ID along

with the Sub Clusters where the data items of the associated transactions are saved.
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Once a malicious transaction has been detected, this table is used to extract the
affected sub-cluster.

2. Sub Cluster Data List (SCD): which contains the sub-cluster 1D, transaction ID
and its associated data items, along with the operation types: read/write,
actual/overlooked, predicate or statement? Once a malicious transaction has been
detected, this table is used to extract the corresponding data items of the operations.

In order to create sub-clusters, the proposed model will group transactions together
based on a fixed pre-defined number after having periodically extracted them from the
temporary log. Based on the type of operation performed on a given data item, the

algorithm will behave differently. In the case of a read we have two distinct scenarios:

1. If the data item as well as the transaction was found in the sub-cluster after
scanning the SCD and TSC lists, then the operation is added to the log and the
SCD will get updated,;

2. If the data item was found but not the transaction, the TSC list will be updated and
then the operation will be added to the log after updating the transaction counter
of the sub-cluster.

In case of a write operation, two other scenarios are possible:

1. The sub-cluster as well as data dependency will have to be determined. This is
done by also scanning the SCD and TSC lists. If there is some kind of dependency,
then the data items are grouped into the same sub-cluster. Afterwards, the lists get
updated.

2. Else, the data items will not be added together.
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This approach will ease the damage assessment process; yet, simultaneously
exhausting the disk space, as the operations performed by a committed transaction will be
grouped into the same sub-cluster until there is no space available any longer. This is the

result of grouping data items based on a fixed size.

After scanning the TSC and SCD lists, the damage assessment and recovery process
will begin. One of the main benefits of this approach is reducing the search time required
to detect affected data items; instead of scanning everything, it will only scan the

associated SCD of the malicious transaction.

Before explaining how the damage assessment process works, we will define two

further data structures:

1. Damaged_DI: which stores the set of directly or indirectly affected data items;
2. Damaged_PB: which stores the damaged predicate block of directly or indirectly
affected transactions?
Before starting, the algorithm will then initialize the above to null. Then, it will

start by scanning the TSC from the first affected transaction:

1. In case of a read:

a. If the record is a predicate read operation and the data item (x) was found in
Damaged_Dl, then the block of this operation is also damaged and should be
added to Damaged_PB;

b. If the record is an actual-read or overlooked-read, then the operation is not part of

the malicious transaction. Here the data item (x) is checked, if it’s affected,
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then its block will be scanned. If the block is not affected then, it will be
added to Damaged_PB.
3. In case of a write:

a. If the transaction is malicious and the data tem (X) is not in Damaged_DI,
accordingly, it is added;

b. If the transaction is not malicious, the block is not affected, yet, the data item
(x) is, the latter will be detached from Ddamaged_DI;

c. Ifthe transaction is malicious and the block was affected, then a record for the
data item (x) will be created in Damaged_DI.

Once the above is done, the recovery process will start. It will scans the
Damaged_PB list in order to detect the set of damaged blocks. The latter will be obtained
using the TSC and accordingly, every block will be re-assessed. After updating each data
item, it is flushed back to the database. The algorithm here will also act differently based

on the operations performed:

[J Scenario 1: In case of an unaffected actual-read or overlooked-read, the value

will be extracted from the log.

[1 Scenario 2: In case of a predicate read, the sub-cluster is scanned for to get the

old value of the record that updated the affected data item (x).
[ Scenario 3: In case no updates were found, the old value will be fetched from the
database;

[1 Scenario 4: In case of an actual-write or overlooked-write where the data item (x)

is affected, the Damaged_DI list will be updated by the new value;
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[1 Scanerio 5: Else, the algorithm will add the data item (x) to the Damage_DI list

with the new value and it will get updated accordingly.

In [15] Ragothaman, P., & Panda, B. also proposed an approach based on the same
structure. In this proposed approach, the authors suggest to cluster the log data for a
smoother damage assessment and recovery. Clustering can be done based on three
different approaches. The first is based on the number of committed transactions, the
second is based on the elapsed time, and the third is based on the disk space that the
committed transactions have occupied. This has two main advantages (1) set restrictions
on sizes which will (2) reduce access time and will speed up the process of damage

assessment and recovery.

2.6 Self-Healing Recovery

A self-healing database is a newly proposed approach for damage assessment and
recovery that was suggested in [16]. In this approach, the database can continue operating
normally under the case of an attack and it is self-healed; meaning that it can self-
selectively recover from malicious attacks. It also goes beyond this by offering some other
features such as intrusion detection, intrusion limitation, damage assessment and dynamic
repair in which not all were available within the traditional methods. In the proposed
architecture there are two different databases; main and auxiliary. When the malicious
transactions of the auxiliary database have been recovered, the main database should
follow the same. At the end of the process, both should be in a similar consistent state.

Self-healing databases architectures combine the following:
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1. Intrusion detector: screens and examines all the database transactions and sessions
in real-time in order to detect a malicious transaction as soon as it enters the
database;

2. Damage assessor: localizes the damage produced by the malicious transaction, as
well as, detects the set of affected transactions;

3. Damage repair: Undoes the effect of the affected transactions and rolls back the
auxiliary database;

4. Transaction controller: sends the transactions to two separate databases and
preserves a buffer zone for the auxiliary database in order to halt rolling back the
effect of malicious transactions;

5. Repair log: Saves details on every record in the roll back process.

Once an attack has been detected by the intrusion detector the auxiliary database
will stop running and all transactions in the buffer zone will be held until the same

recovers. Then, the main database will execute the repair after being ready.

2.7 Before Images

In [17], the proposed approach is based on before images. Before images deal with
malicious transactions that omit data and not only locate it. Deleted data is referenced as
Before Images (Bl). In order to detect before images the proposed approach suggests creating
a new data of database object: Bl table. Every Bl table is (1) linked to a base table in the
database and (2) has the same structure as its corresponding base table yet without having
integrity constraints. Every time a row is updated or deleted in the base table, its old value

will immediately be added to the BI table. This approach assumes the following:
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1. Traditional before image is transitory; and thus, there will be no data redundancy
caused by double before images;

2. Bl data will not be removed till they are confirmed to be out of date;

3. BI table will no grow large: a time window is defined where any data in the Bl table
will be deleted after the specified time elapses. The window will be carefully chosen
so that it will not be less than the time needed for a malicious transaction
to enter the system and the time it is needed to detect it.

In order to maintain the inter-transaction dependencies when queries are being
processed, a graph along with two additional data fields is used. The field are created for

every data item X:

1. x.ins_tran: refers to the transaction that added it;
2. Xx.del_tran: refers to the transaction that deleted it;
Further, in order to keep track of which transaction last updated the data item being
read, a transaction ID set DS is sustained for each active transaction T. Whenever a
transaction T reads a data item x, the ID of the last updated transaction will be added to
DS. Inter-Transaction dependencies are stored in a table called TranDepTab which has

three fields:

1. commit_ord: represents the order in which dependent transactions have
committed.
2. dependent_tran: stores the set of transactions depending on other ones;
3. precursor_tran: stores the set of transactions that data in (2) are dependent on;
Periodic prune updates are also set in order to avoid uncontrollable growing of

TranDepTab size.
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Whenever the IDS detects a malicious transaction, the recovery will be invoked.

This phase consists of two steps:

1. Detect the transaction to be removed.
2. Remove their effects.
Detection will be fairly simple as it uses the TranDepTab which maintains all

transaction dependencies.

2.8 Column-Dependency

This approach proposes a column-dependency approach for damage assessment

and recovery from malicious and affected transactions. The model in [18] assumes that:

1. There’s an intrusion detection system that detects the malicious transactions.
2. ltis based on transaction dependencies.

It works for two recovery schemes: static and online. The former has two phases:
damage assessment and recovery. During the damage assessment process, the static
scheme will use (a) the set of committed transactions, (b) their timetable of execution
along with (c) the set of malicious transactions detected by the IDS in order to recover the

database.

The online scheme allows the database to stay up and running even during recovery,
which is harder to achieve as there is a higher probability that new malicious transactions
will be introduced to the database. The scheme has the following three phases: assessment,

recovery, and confinement.
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CHAPTER THREE

THE MODEL

3.1 Overview

In this chapter we present a new damage assessment and recovery algorithm that is
based on agents and graphs. The designed approach has been optimized to increase
accuracy as well as efficiency in the process of information reconciliation in the case of a
malicious attack. Damage assessment is the process of quantifying the damage caused by
an attack. In this phase, the algorithm will scan the entire database to locate the malicious
activity. Then, it assesses the damage produced by the attack. Once the damage assessment
phase is over, the recovery phase begins. In this phase the proposed model will bring the
database back to its last consistent state by going over the set of malicious as well as
affected transactions trying to undo or delete any malicious activity and re-execute or redo

the affected ones.

3.2 Assumptions:

First, we assume that there is an intrusion detection system that will actively be
looking for malicious activity within the database and in which would trigger the
execution of the damage assessment phase. The damage assessment phase of our
algorithm will start whenever the IDS detects a malicious transaction. After receiving the
set of malicious transactions, the algorithm will guarantee the efficient detection and

recovery of the database.
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Transactions execution is assumed to be rigorously serializable. That is, the outcome
of executing any set of transactions will be similar to the outcome of executing these

transactions in a sequential order [19]. This guarantees correctness [4].

The proposed model follows the transaction dependency approach to identify
malicious activity. When a transaction Ti reads data from transaction Tj, the algorithm
does not look into which specific data item has been read from Ti. Instead, it only looks

at the fact that Ti has read data from Tj and hence, the two transactions are dependent.

The proposed approach implements a detection and recovery algorithm based on
agents and graphs. This model is relatively new to the damage assessment and recovery
processes that have been discussed in previously published papers. The advantages of
using an agent-based approach are the following: concurrent processing, separation of
concerns and scalability [20]. It also solves problems through the divide and conquer
approach. We then, have empowered agents with the right data structure — graphs. When
comparing graphs, linked lists and arrays, graphs have a faster search and access time
[21]. The main purpose behind improving the damage assessment and recovery process is
decreasing the offline availability of the database through decreasing the time for
recoverability. The given data structure of our algorithm is not only optimized towards the

same, but also towards decreasing the memory required to recover for a faster execution.

3.3 Agents and Graphs

In this thesis, we present a damage assessment and recovery algorithm that is

based on agents and graphs. This section discusses the data structures involved.
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In the proposed approach, we have the following elements: agent controller, agents,
and graphs. The agent controller is responsible for controlling all the agents. It also
communicates with the “external world” and passes any needed information to the agents.
Agents are fully autonomous and are created based on different criteria that are related to
the database data. The first criterion would be based on business data. That is, for instance,
in a hospital database, we will choose to segment data based on doctor names. Another
example would be in the case of a bank database, where we would choose to segment our
data based on the bank’s regions. The second criteria would be based on the technical data
wherein all the load growth between agents is balanced. Sub-graph sizes should be taken
into consideration in both segmentation criteria, as this would keep agents and their sub-
graphs easy to manage. It also reduces delays between agents while traversing their sub-

graphs.

Graphs mirror the relationship between dependent transactions. When a transaction T2
that has performed a write operation commits, a new node that represents T2 will be added
under the specific agent’s graph that will be responsible for managing T2. More specifically,
under the node(s) that T2 has read data from in order to perform its write operation(s). Assume
that T2 has read data written by another transaction T1. When T2 commits, a new node
representing T2 is created and added as a new node under T1. A connection between the two

transactions is also created in their associated graph.

The decision to utilize agents in our approach is due different factors. First, agents
follow the divide and conquer approach that is powerful for solving difficult problems. To
allow for the same, our algorithm divides transaction relations into multiple graphs where each

agent is responsible for only managing a specific set of transactions. Second, agents
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allow for concurrent processing where multiple instructions can be processed at the same
time in parallel. In our approach, whenever the IDS detects a malicious activity, agents
traverse their graphs concurrently searching if the malicious activity happened to be in
their area. Third, it allows for separation of concerns, which makes a given data structure
easier to maintain. Fourth, it supports component isolation. Our approach breaks
transaction relations into multiple chunks, where each agent is responsible for managing
a specific chunk. Agents would have the same functionalities but on different nodes.
Agents do not have overlapping transactions. That is, each transaction only has one and
only one governing agent. This isolates malicious transactions from the remaining
database parts and makes problem maintenance easier. Finally, the usage of agents makes
our proposed approach easier to scale as it decreases race for resources and reduces
bottlenecks. That is, instead of having one server hosting the whole recovery system, our
approach allows for distribution of the recovery process over multiple servers wherein
each agent would be placed on a server. As a result, in case of an attack or database failure,
not all the database will be taken offline for recovery. Only the part(s) of the database with

the malicious activity will be taken down.

As previously stated, the suggested algorithm maintains the relationship of
transactions in graphs. While agents (the parent nodes) will be responsible for managing
a specific set of sub-graphs, sub-graphs will be responsible for storing transaction
relations. In other words, based on a previously defined set of criteria, each agent will
govern a graph. Only committed transactions will be inserted into these graphs. This

guarantees that whenever a damage assessment and recovery process is to take place it
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will only be dealing with committed transactions that have been inserted into the log file

and that can affect the correctness and state of the database.

Graphs are dynamically built with the execution of every transaction. For each new
transaction that commits a new node is created. Whenever this new transaction depends
on some other existing ones, a relationship between these transactions is established. Fig
3.1 represents the agent controller “AC” that’s controlling two different agents. The first
is A1, which is taking care of a specific set of transactions that share the same segmentation
criterion type C1. And the second is A2, which is taking care of another set of transactions
with shared criterion type C2. T5 and T8 share the same criterion type and T5 reads data
from T8. While, T1 and T4 share the same criterion type, yet does not read data from each

other.

While transactions are under process they can perform multiple actions on data
items: blindly write them, leave them unmodified, or modify them according to one or
more previously committed transactions. In our approach, the nodes in the graphs
represent the set of transactions that have modified data items based on previously

committed transaction(s).

H "

Figure 3.1 Agent Controlled Graph Model Example
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3.4 The Damage Assessment Algorithm

As mentioned earlier, there’s an intrusion detection system that detects the set of
malicious transactions and sends it to the damage assessment algorithm. More specifically,
the damage assessment phase of the algorithm starts whenever the IDS sends the set of
malicious transaction(s) to the agent controller. Since we assumed that the history
produced is rigorously serializable, our approach will only take into consideration the set
of transactions that have been amended or modified by one or more previously committed
transactions. Consequently, we will not have a case where a transaction Tj depends on
another transaction Ti and j< i. That means that, if a transaction with 1D 40 is marked as
malicious, the algorithm will start taking care of the first transaction with 1D>40. This
implies that the algorithm will not look into previously committed transactions with
ID<40. In the proposed approach, we define a type of data called “Master Data”. Master
Data will be handled by an agent with ID=0 and is called “Master Data Agent”. This type
of data will be used for storing additional information and will prevent the proposed

approach from having redundant transactions.

Once the IDS sends the set of malicious transactions to the agent controller, the agent
controller will send it to all of its agents. Agents are fully autonomous, and each agent will
only have a copy of the transactions that it is responsible for managing. Agents traverse their
graphs searching if the malicious activity happened to be in their area. A transaction can be
affected in two ways. The first is directly affected. That is, it has directly read data from a
malicious transaction. The second is indirectly affected. That is, it has read data from an
affected transaction. A key to take into consideration when segmenting agents is size. It is

crucial to have equal size segmentation among all agents where each
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would, almost, be handling the same number of transactions. So each agent will almost
have the same number of nodes. This reduces delays caused by waiting for an agent to

finish its graph traversal.

When an agent find outs that the set of malicious activity happened to be in its area,
it will return a pointer along with the subsequent connection(s) of both the malicious and
affected transaction(s) respectively, to the agent controller. The agent controller will then

return the same to the recovery manager.

For instance, assume that the set of malicious transactions S1 is {Tu, Tv, Tw} and
the set of affected transactions S2 is {Ty, Tz}. The agents will traverse their graphs, in
parallel, searching for the set of malicious transactions. Whenever an agent is done with
traversing its graph, there are two different scenarios. In the first scenario, the agent did
not find any of the malicious transactions of S1 under the set of transactions that he is
managing. Thus, this specific agent’s area is marked as safe. And since our algorithm
allows for problem localization, this specific area will not be taken offline for recovery.
The second scenario represents the case where at least one malicious transaction is
detected. Thus, the agent is responsible for returning a pointer to the same along with the
set of subsequent connections linking the malicious to the affected transactions. The

damage assessment algorithm is summarized in figure 3.2

Receive the set of malicious transactions by Agent Controller
For each Agent

(1 Send the list of malicious transactions

Each agent checks if malicious transaction is under his area

When found, check the effect of the malicious transaction(s):
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Construct a queue with all the vertices
For each member in the queue set priority to infinity unless the vertex is malicious set it to null

As long as queue is not empty get minimum distance from queue

A wDbdh PR

For each adjacent vertex from v to u, if v is in the queue and weight to v is less than v the parent
of v is set to u and priority is set to weight of u,v

Return tree to Agent Controller
Figure 3.2: The damage assessment algorithm
3.5 Example of the Damage Assessment Algorithm

We will use the NorthWind database designed by Microsoft in order to demonstrate
the damage assessment phase of the proposed algorithm. This database maintains partial
information related to Microsoft products and clients. In order to ease our exemplification

we will slightly alternate the database components:

[1 Customers: a unique customer ID (CustomerlD), the company name
(CompanyName), the person to contact within the company (ContactName), along
with his title (ContactTitle).

[1 Employees: a unique employee ID (EmployeelD), and the following details his
last name (LastName), his first name (FirstName), along with the region where he
is located from and where the actual transaction is taking place (Region).

[1 Orders: a unique order ID (OrderID), the unique ID of the customer who placed
the order (CustomerlID), the unique ID for the employee who took the order
(EmployeelD), the shipment address (ShipAddress), and the shipper’s 1D
(ShipperID).

1 Shippers: a unique shipper ID (ShipperID) and the company name

(ComapnyName).
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(1 Suppliers: a unique ID for the supplier (Supplier ID), the name of the supplier

(CompanyName), his address (Address) and his phone number (Phone).

We will assume the following order for the database transactions:

N

O

T1 = Suppliers (‘1°, ‘Exotic Liquides’, ‘49 Gilbert St.”, ‘(171) 555-2222");
T2 = Suppliers (‘2°, ‘New Orleans Cajun Delights’, ‘P.O. Box 78934°, <(100)
555-4822);

T3 = Shippers (‘1°, ‘Speedy Express’);

T4 = Employees (‘1°, ‘Davolio’, ‘Nancy’, Northern);

T5 = Employees (‘2°, ‘Fuller, ‘Andrew, Southern);

T6 = Employees (‘6°, ‘Suyama, ‘Michael, Southern);

T7 = Customers (‘ALFKI’, ‘Alfreds Futterkiste’, ‘Maria Anders’, ‘Sales
Representative’);

T8 = Customers (‘ANTON, ‘Antonio Moreno Taquerja’, ‘Antonio Moreno’,
Owner’);

T9 = Orders (10643, ‘ALFKI, ‘6°, ‘Obere Str. 57,Berlin’, ‘1’);

T10 = Orders (10677, ‘ANTON, ‘1°, ‘Mataderos 2312°, 1°);

T11 = Orders (10680, ‘ALFKI, “1°, ‘Obere Str. 57,Berlin’, ‘1°);

Let the dependency graph corresponding to this database be called G. The graph will

be made up from the above listed transactions. We will assume that the transactions were

processed in the order stated above. For this example, we have selected to cluster our data

based on regions. That is, every region within the database will be controlled by a separate

agent: one agent will be responsible for controlling the Northern area and another one will

be responsible for controlling the Southern one. In addition to these two
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agents, we will have a “Master Data” agent. The Master Data agent will be responsible for
controlling master data. To better understand the concept of Master data transactions we can
imagine our database transactions as segmented into two different types. The first one is
business transactions and the other one is non-business transactions under which Master Data
agent transactions fall. All data that may need to be accessed by all the transactions such as
suppliers, shippers and customers will be considered as master data in order to avoid
redundancy. In this case, the foreign keys of the database will be used to identify the
relationships between the different tables of the database in order to get the needed
information. The addition of Master Data will avoid replicating functions that are commonly
used by non-business transactions. Master Data agent acts like a single point of truth; thus,

controlling sub-graphs sizes. This will keep them easy to manage.

Above the region agents and the Master Data agent we will have an agent controller
AC. The agent controller is responsible for communicating with the external world and

with the sub-agents at the same time.

When T1 occurs the algorithm notices that it is considered as Master Data and thus,
adds it under the Master Data agent by creating a link from the Master Data agent to T1. The
same applies when T2 and T3 take place. When T4 occurs, the algorithm checks the region
under which this employee is located. In this case he is in the Northern region and thus, T4 is
added under the agent that is handling this region. A link between the agent’s node and T4’s
node will be established. As for T5 and T6, the same will occur, yet, they will be added under
the Southern region. The Master Data agent will be responsible for handling T7 as it represents
a unique client or customer that might perform multiple orders in different regions and under

different employees, shippers and suppliers. A connection
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between the Master Data agent node and 77’s node is now created. The same applies for T8.
When T9 is to be executed it will be added under the Southern region since it was performed
by the employee with EmployeelD=6. More specifically, T9 will be added under T6 and a link
between the two will be established. T9 will also be linked to both the Customer that
performed the order and the shipper that will ship the order. That is, T9 will be linked to both

T7 and T3. The same applies for T10 and T11 but with different linking.

Graph G is presented in figure 3.3:

Southern

Figure 3.3 Graph G for the presented example

As we can see in figure 3.3, database transactions entries are represented as nodes of
the sub-graphs. The nodes of the dependent transactions are linked together. They form a sub-
tree. This data structure enhances the performance of our algorithm for many different reasons.
First, the burden and time needed to access the log file in order to maintain transactions history

and relations is no longer needed, as this will be maintained
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by the graphs. Log file size is important to both the application response time and its
throughput and can cause performance bottlenecks if not properly handled. Second,
searching for data and accessing it in a graph data structure, on average, requires a time of
O(log(n)) [21]. And third, this structure is efficient in terms of memory consumption, as
no data replication will take place. Data that might be utilized and accessed multiple times
by the system will be stored under Master Data agent. This decreases the number of
redundant transactions and thus, saves memory. And finally, not all the database
records/parts should be scanned in order to reach a specific data item or a specific
transaction. Only the part of the database with the malicious activity will be accessed for
detection and recovery. For instance, if we are searching for the transaction T6, there is no
need to sequentially scan the log file records to locate the same. Instead, only the agent
responsible for governing T6 will have it under its transactions list and will scan its sub-
graphs to locate it. Defining the transactions that are dependent on T6 is as simple as
checking all the connections that the node of T6 has. In that case, it is obvious that these

transactions are T9 and all the subsequent connections it has: T7 and T3.

Now that we have illustrated how agents and sub-graphs coordinate together in order to
build our model, we can present how the damage assessment algorithm will take place. The
detection algorithm will use agents along with sub-graphs to track transaction relations and
start its execution. The algorithm needs to find the transactions to be undone and redone within
the same. As stated previously, our algorithm will be triggered after the intrusion detection
system has identified one or more malicious transactions that are violating the database

integrity. We also assumed that the history produced is rigorously
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serializable, that is, we will not look into previously committed transactions that occurred

before the malicious transaction.

Let us assume that the intrusion detection system has detected a malicious
transaction. That transaction is the transaction T7. We will assume that we only have one
malicious transaction to make things simpler. The IDS will now send the transaction T10
to the agent controller. The agent controller will send T7 to all of its agents. Each agent
will only have a copy of the set of transactions that it manages. Thus, only the agent that’s
responsible for managing T7 will be responsible for identifying the set of affected
transactions, if any. In that case, it is the Master Data agent. The Master Data agent starts
scanning the set of transactions under his area until it reaches T7. There is no need to check
the transactions that occurred before T7 as the history produced is rigorously serializable.
Only transactions happening after T7 are dependent on it and thus, might be affected and
should be examined. The damage assessment will mark T7 as malicious and will start
examining the first transaction that is linked to T7. That is T11. T11 is now marked as
affected. Then, the algorithm goes to T9 and marks it as affected as well. There is no need

to check any other sub-graphs under other agents.

A single data structure will only be used to keep track of both malicious and affected
transactions, which is the sub-graph that maintains the malicious transaction relationships. In
the damage assessment phase, both the malicious and affected transactions will be treated in
the same way. In other words, the algorithm will take each and every malicious and affected
transaction to scan them. In this example the malicious transaction is T7, thus, T11 and T9
will also be scanned as they might be affected. There is no need to look at or pass though T4

and T6 as they have not read any data written by T11 or T9;
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respectively. The model does not have to check for other potentially affected transactions
as the sub-graphs maintain all the relations of the transactions. This model helps us in
easily spotting the set of potentially affected transactions. Our approach also takes into
consideration the set of indirectly affected transactions. Indirectly affected transactions
will be linked to affected ones; thus, the algorithm is capable of identifying their relations
and will look into them. Only T7 is assumed to be malicious; and thus, there is no need to

look into other parts of the database.

Now the agent under which T7 falls will be responsible for replying to the agent
controller in order to start the recovery process. The agent will reply by sending the pointer
of the malicious transaction along with all the subsequent connections of the affected
nodes. This way malicious and affected transactions will be easily accessed. Since our
approach allows for problem localization, the remaining parts of the database that are not
affected can continue running normally. Now the damage assessment algorithm will return
T7 along with T9 and T11 to the recovery algorithm. After this step the recovery phase
will take place. It will begin executing after receiving the set of malicious and affected

transactions.

3.6 The Recovery Algorithm

After the damage assessment phase of the algorithm has localized the malicious
activity, the recovery phase starts its execution in order to bring the database back to its
last consistent state. A transaction can be affected in two different ways; either directly or
indirectly. Directly touched transactions are said to be malicious, while, indirectly touched

ones are said to be affected.
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In the recovery phase the sub-graph that has the malicious and affected
transaction(s) will be used for recovery. This sub-graph will only maintain data and
information related to the malicious/affected transactions. This would ease and fasten the
recovery process, as it will not look into any transactions that took place before the
malicious one happened since those will not be part of the recovery process. As previously
stated, the recovery algorithm will locate the malicious and affected transactions by
returning a pointer of the malicious transactions along with its subsequent connections to
the recovery algorithm. For example, if a transaction Ti is marked as malicious, the
algorithm returns a pointer for Ti, which allow for direct access to the transaction. This
methodology will enhance the performance of the algorithm as it decreases the access time
needed to identify the set of transactions to be undone and redone. By nature, when
comparing graphs to other data structures, they have faster search, insertion, and deletion
time [21]. This is also one added value of using graphs data structures in the process of

damage assessment and recovery.

The proposed approach goes though the set of malicious and affected transactions
undoing and redoing respectively their effects in order to bring the database back to its
last consistent state. What this phase actually does, it traverses all the sub-graphs that the
damage assessment algorithm has returned. Starting from the smallest returned pointer 1D
until it reaches the biggest returned pointer ID. This ID represents the last node that is
marked as malicious or affected in the returned sub-graph. When the algorithm reaches
the last node, it starts rolling back the effects of all of the sub-graph’s transactions until it
arrives to the first transaction that is not marked as malicious. While rolling back, the

algorithm deletes all the effects of the malicious transactions and tries to redo the effects
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of the affected ones. As stated above, graphs are faster than many data structure in deleting
data. It only need O(log(n)). For example, T7 is the first un-malicious transaction; the

algorithm will stop rolling back when reaching this node.

Once the recovery algorithm depicted in figure 3.4 reaches the first transaction that
is not malicious, this means that it has finished its job. Here ends the recovery process.
The database now is in a consistent state. All the malicious transactions and their effects
have been deleted. The database log file will be automatically updated after undoing and
redoing the effects of malicious transactions to reflect the current state of the database.
The proposed recovery algorithm goes from a lower (micro) level of the system to s higher

(macro) level.

Receive the set MST from the damage assessment algorithm
For every vertex in the queue

1. Redo if affected

2. Undo if malicious

Figure 3.4: The recovery algorithm

3.7 Example of the Recovery Algorithm:

This section of the thesis will represent a detailed overview of the recovery phase

for the example illustrated in Section 3.5 and where the algorithm resulted in:

1. The set of malicious transaction is {T7}

2. The set of affected transactions is {T9, T11}
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The recovery algorithm will start executing from the last affected transaction of the
sub-graph that mirrors the relationships of the malicious transaction T7 with the affected
transactions T9 and T11. The algorithm now starts rolling back the operations of these
transactions. It will undo the effects of the malicious transactions and will redo that of the
affected ones; if possible. In the case where the proposed approach represents a malicious
sub-graph that its nodes are spread under two different agents, we will assume that the
agent that is the closest to the malicious transaction will be responsible for the recovery.
That is, the agent that is the closets in terms of graph traversal (OSP). In the recovery
phase, the algorithm starts traversing the sub-graph of malicious/affected transactions
until it reaches the last malicious/affected node. It goes from a micro level to a macro
levels until reaching the first un-malicious transaction. So the recovery phase will start at
T9. T9 = Orders (10643, ‘ALFKI, ‘6°, ‘Obere Str. 57, Berlin’, ‘1’). The algorithm needs
to re-execute T9, meaning it will have to try to add T9 again to the database. In this case,
this is impossible as T9 depends on the malicious activity that is to be deleted, thus, the
algorithm will remove it from the Order table of the NorthWind database. Now the
algorithm reaches T11. T11 = Orders (10680, ‘ALFKI, ‘1°, ‘Obere Str. 57, Berlin’, ‘1°).
The algorithm now has to try re-executing T11, yet, since it is also dependent on the
malicious transaction T7, it will be deleted. The algorithm now reaches T7, which is the
malicious transaction, and deletes it as well from the database. Since this is the last
malicious transaction, the algorithm will stop rolling back. The database now has been
restored to its consistent state. All transactions that violate the database integrity have been

deleted.
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Our approach combines agents as well as graphs to build a powerful solution for the
damage assessment and recovery process. The same data structures are used for detection
and recovery. No additional structures are needed. It uses agents in order to segment the
database into multiple clusters based on different segmentation criteria. This approach will
ease the database management where there is no need to scan the whole database searching
for an item. It also allows for problem localization. As for the graphs, they were used to
mirror the transactions’ relations. The choice of using graphs was mainly due to their fast
search, access, and deletion time when compared with other data structures. This would
decrease the algorithm runtime. Through the use of the Master Data agent, the proposed
approach also avoids any kind of data duplication that might be used more than once in

the system. This decreases memory consumption.

3.8 Complexity Analysis

An algorithm running time varies with its input size variation. In order to identify the
running time of our algorithm, we analyze its execution time in the best and worst case
scenarios. When the IDS sends the set of malicious transactions to the damage assessment
algorithm, the number of transactions differs in every simulation. The best-case scenario
occurs when we only have one malicious transaction in the database. This transaction has not
spread its damage yet to other transactions in the database. That is, there are no transactions
that have written any data items based on the malicious transaction. In other words, our
database has no affected transactions. The worst-case scenario occurs when all the database

transactions have read data written by the malicious transaction.

In our proposed approach, after communicating with the IDS, the agent controller

needs to send the set of malicious transactions to all of its agents. Then, these agents will
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be responsible for finding out if the list of malicious transactions happened to be in their
area. Once one of these designated agents replies to the agent controller stating that the
malicious transactions happened to be in its area, the agent controller will initiate a call to
stop all other search activities. Thus, the running time of this operation would take O(a/the
time needed until the agent responsible for handling the malicious transaction responds);
“a” represents the number of agents, which is equal to O(n). And “n” is equal to a over
the time needed until the agent responsible for handling the malicious transaction
responds. This part of the algorithm will always have the same running time; in both the
best and worst case scenarios. Yet, this is not the final complexity of our algorithm. After
identifying the agent responsible of handling the malicious transaction, the algorithm now
needs to find whether the damage is spread or not, and what are its effects. That is, it needs
to search for the affected transactions. In order to do the same, we need to find the
minimum spanning tree that is initiated at the malicious transaction. Prim’s algorithm will
be used for the same. More specifically, we will use Fibonacci Heaps for managing our
queue Q of the malicious and affected transactions. Fibonacci Heaps has a running time
of O(E + logV) where E is the number of edges and V is the number of nodes [22]. Making
our algorithm’s running time equal to O(n)+O(e+logV). In the best case scenario there’s
no need to search for any affected transactions, thus, our algorithm’s running time would

be equal to O(n).
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CHAPTER FOUR

EXPERIMENTAL RESULTS

4.1 Introduction

In order to test and analyze the true performance of our model, we created a
simulation environment that is very close to the real world scenario where the algorithm
should be running. As stated earlier, we assume that there exist an intrusion detection
system that will detect the malicious activity in case of an attack. The proposed model will
be initiated as soon as the IDS detects an intrusion in the system. The main data structures
that the proposed model depends on are the graphs that were built during the database
transactions execution. Graphs mirror the different relations between the transactions that
were executed in the database. In other words, graphs model information about which
transactions read data written by other transactions and which transactions wrote
information based on these read data. This graph data structure will be given to the
algorithm in order to start its execution. The log file is also another data structure that is
built during the algorithm’s execution and that is responsible for keeping a sample of the
execution history. However; in our proposed approach, log files will not be referred to in
order to recover the database to its last consistent state. Instead, graphs enclosing all
transaction relations will be responsible for the same and will be used by the recovery
algorithm.

As previously stated, the proposed approach assumes that the history produced is

rigorously serializable. Meaning that we will not face the case where a transaction Tj
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depends on another transaction Ti such that j< i. This assumption will improve our
model’s performance since the proposed algorithm will not have to look into previously
committed transactions. Hence, it will have a smaller number of relationships to maintain
and consequently, to search-in in case of an attack. Previously committed transactions
don’t affect the performance of the currently running ones anymore.

Whenever the IDS detects a set of malicious transactions that have violated one of
the database properties, it will send it to the damage assessment algorithm. In our model,
the last affected transactions in a graph are the most important. Since those would be the
starting point of the recovery algorithm. Whenever the damage assessment phase is over,
the recovery phase takes place. It starts undoing the effects of malicious transactions and
redoing those of affected ones in order to bring back the database to its last consistent
state. The sub-graphs that have the malicious and affected transaction(s) will be used for
recovery.

In our experiment we will use different attacker IDs in every simulation in order to
test how does the proposed methodology performs when the starting point of the recovery
algorithm changes. Changing attacker 1Ds would also affects the number of malicious and
affected transactions as well as performance.

The performed simulations will not only showcase how the performance of the
damage assessment and recovery algorithm changes when the attacker ID changes, but
also how does the memory usage vary in every test. The simulations will be done on
different data set sizes in order to assess how the proposed algorithm would perform in
different circumstances. This is very important as it helps in identifying the scalability of

our approach.
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In our experiment we used the “Northwind Database” as an example to test our
algorithm. It contains a sample data of Microsoft’s clients and the products they
purchased. This database is provided as a template in Microsoft Access or Microsoft SQL
Server. The data will be exported to .sql format and then imported to MySQL. The server
that was used is Microsoft SQL Server express edition. Neo4j was used to simulate the
graph database. The simulated environment was developed on a system with a CPU of
2.5GHz, dual-core and a RAM of 4GB.

The remaining part of this chapter is organized as follows. Section 4.1 will showcase
the performance of the damage assessment algorithm models. Section 4.2 will showcase
the performance results of the recovery phase. And section 4.3 will represent the
performance of the proposed model in terms of memory consumption. In each section we

will compare our model’s results with previously proposed models.

4.2 Performance results and analysis of the Damage Assessment

algorithm

Database recovery consists of two phases: damage assessment and recovery. In the
first phase the algorithm detects the damage caused by the attack through identifying the
set of malicious and affected transactions. In the second phase the effects of the malicious
transactions is removed in order to bring the database back to its consistent state. In this
section we will simulate and analyze the performance of the damage assessment phase of
the algorithm.

We will use the Northwind database designed by Microsoft in our experiment. This
database maintains partial information related to Microsoft products and their clients.

Below is a brief description of the tables used for this simulation:
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[1 Categories Table: stores the set of categories that are sold and has 5 columns;

1 Customers Table: stores data related to the Customers and has 11 columns;

(1 Orders Table: stores transactions (sales) done by customers and has 14 columns;

[1 OrderDetails Table: stores information related to each order placed and has 5
columns;

"1 Products Table: stores data related to the products being sold and has 10 columns;

(1 Suppliers Table: stores data related to suppliers and has 12 columns;

(1 Shippers Table: stores data related to shippers and has 3 columns;

[1 Region Table: stores data related to the region where a transactions is taking
place and has 2 columns;

(1 Territories Table: stores data related to the region where a transactions is taking
place and has 3 columns;

[1 Employees Table: stores data related to the company’s employees and has 17
columns

[1 EmployeeTerritories Table: stores relationship between employees and territories
and has 2 columns

In addition to the previously made assumptions that were used to build our model, we

also assume the following:

1. The maximum number of data items that our model will access cannot be greater
than the number of maximum given columns in the table being currently accessed,
and to which the current transaction belongs. That is, if the Categories table has
five columns, the algorithm will not have more than five data items or five columns

to access;
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2. We will add a global ID for all the transactions in the database in order to enforce
uniqueness across all its transactions. Since we might face the case where multiple
transactions in different tables have the same primary key ID, having a global ID is
crucial. For example, we will only have 1 transaction with ID=1 across the entire
database.

The performance of the proposed approach depends on the number of transactions
to be scanned in order to identify the set of malicious and affected transactions. This
number represents the set of transactions that our algorithm should scan when searching
for amalicious activity. That is why, the smaller the malicious transaction ID is, the greater
the number of transactions to be scanned is.

Figure 4.1 represents our proposed damage assessment algorithm performance
results with respect to attacker ID. The attacker ID represents the smallest ID in the set of
malicious transactions that the IDS has sent to the detection algorithm. As we can see, the
time needed by our algorithm to detect the set of malicious transactions increases with the
increase of the number of transactions to be scanned. The highest time needed was seen

when the Attacker ID was between 50 and 150.
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Figure 4.1 Performance of the detection algorithm with respect to Attacker ID

The above analyses were performed on a database shapshot consisting of 3,309
records. As discussed earlier, a transaction can access at most 17 data items, since this is

the maximum number of columns present in all the tables.

Since we assumed that the history produced by our algorithm is rigorously serializable,
we will not face the case where a transaction Ti depends on another transaction Tj, such that
i<j. Having said that, the detection algorithm will not scan the set of transactions that were
executed before the transaction that is marked as malicious. In other terms, when the attacker
ID is 50, the proposed approach will only have to scan the remaining 3,340 transactions, at
most, searching for the affected transactions. On the other hand, when the attacker ID is 1000,
the detection algorithm will have to only scan 2309 records instead of 3340. This will
definitely lead to performance enhancement. Looking at figure 4.1, we see that the detection

time decreases from 0.0274 ms to 0.0255 ms when
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the attacker’s ID increases from 50 to 1000. That is, 91% decrease in damage assessment

time.

In order to determine the efficiency of our damage assessment algorithm, we have
compared our measured performance results with the performance results of previously
proposed approaches that were built based on different data structures. These approaches are:
traditional, traditional clustered, and hybrid sub-cluster models, respectively, that were
presented in [8]. The traditional model was presents in [14] by Bai & Liu. Since these
experiments were done on a database snapshot of 200 records, we will sample another
snapshot from our Northwind database in order to properly compare between these previously

proposed approaches and ours. Figure 4.2 shows the comparison results.

Performance of the Damage Assessment w.r.t Other
Models
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Figure 4.2 Performance results of our model compared to other models

Looking at the results generated by our model, we can confirm the efficiency of our
approach when compared with other previously proposed ones. For instance, in the best-

case scenario, that is when the attacker ID is 150, our proposed approach only takes 0.0282
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ms to assess the damage produced in the database. Looking at the worst-case scenario,
that is when the attacker ID is 50, we see that our model’s detection algorithm takes only
0.0274 ms to assess the damage produced in the database. Comparing these two numbers
with the Hybrid Sub-Cluster Model proposed in [8], our algorithm is 2422 times faster in
the best-case scenario and 7300 times faster in the worst-case scenario. The Hybrid Sub-
Cluster model has the fastest recovery time among all previous proposed approaches.
While, comparing our numbers with the Traditional model that is the slowest proposed
model amongst all, we notice that our approach has a recovery time that is 5320 times

faster in the best-case scenario and 62044 faster in the worst-case one.

The enhanced performance of our model is mainly due to its data structure. Database
transaction relationships is segmented into groups of small subsets that can concurrently
be traversed in case of an attack. That is, our model allows for concurrent and parallel
instruction processing. Moreover; in our approach there’s no need to refer back to a log
file in order to analyze the database activity and transactions dependency. That is, our
approach is log file independent. This saves communication and processing overhead time
that results from frequently accessing the log file in order to retrieve information.
Additionally, our model exploits the power of graphs to model transactions dependency.
Another important difference is that our approach does not refer to the complete execution
history in order to assess damage; instead, it only looks at the set of transactions that were

executed after the first identified malicious transaction.

In a second experiment E2, we measured the performance of our algorithm by

comparing it to other more recently proposed approaches in [23], [7], [9], [24] and [8].
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The experiments performed showed promising results in terms of running times. Fig 4.3

showcases the performance results of our model when compared with these models.

Performance of the Damage Assessment algorithm in E2
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Fig 4.3 Performance of our damage assessment model compared with previous models in

experi

ment E2

In [23], Haraty & Mohsen proposed a detection algorithm that is based on clusters.

It uses four two-dimensional arrays in order to maintain transaction dependencies and

assess the damage produced by the set of malicious transactions. Scanning all of these

data structures is very time consuming. This is why we notice that the detection time of

the approach proposed in [23] is relatively high. In the best-case scenario our model is

7956 times faster, while, in the worst-case scenario it is 5921 times faster.
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In [7], Haraty & Zbib proposed a model that is based on matrix. This approach
utilizes two two-dimensional arrays for storing transaction dependencies. The columns
represent all the data items that are present in the database, and the rows represent all the
transactions that had occurred. This algorithm has to go through both arrays in order to
find the full list of affected transactions. Storing all these transactions activity in a matrix
requires a lot of time to scan and traverse the latter in case of an attack. Especially, when
the number of transactions and the number of data items increase. Moreover; this
consumes a lot of memory, since we need an n*m matrix to store dependencies where n
is the number of transactions and m is the number of data items in the database. And this
is why the time needed for damage assessment significantly increases as the attacker ID
decreases. Comparing our detection model to that of [7], ours is 4807 times faster in the

best-case scenario and 3490 times faster in the worst-case scenario.

In [9], Haraty & Sai proposed a damage assessment algorithm that is also based on
matrix. This model only uses one data structure to store transaction dependencies along
with the log file of the database. This matrix will be used to save dependencies between
transactions. For instance, if transaction X depends on another transaction Y then both
transactions will be added to that matrix. This matrix gets updated dynamically with the
execution of every transaction. Arrays of sorted linked lists were used to represent the
matrix structure. The main drawback of this algorithm is that it needs to traverse the full
list of transactions stored in the matrix in case of an attack; even if only one malicious
activity with no affected one exists. This model needs to check the entire matrix of every
transaction. Moreover, in case of an affected transaction, the algorithm needs to go

through the whole matrix row searching if there are any other affected transactions. This
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IS very time consuming especially where the number of transactions and data items
increase. Our algorithm is 2909 times faster in the best-case scenario and 2726 faster in

the worst-case scenario.

In [24], Kaddoura et al. proposed an algorithm that uses a single two-dimensional array
to store transaction dependencies. Each row in the matrix represents a transaction and each
column a data item. If a transaction T has updated a specific data item | then the matrix at Tl
will be filled by a value. The main drawback of this algorithm is the unnecessary time required
to traverse the full matrix even when not needed. To make things clearer, let’s assume a case
where a transaction updates only one data item. In this scenario, the proposed algorithm has
to scan all the columns corresponding to T searching for the data items that have been updated
by that transaction, while, there is only a single one. Moreover, in the case where the
transaction didn’t update any item, the algorithm has to scan its entire row even though it is
empty. In terms of memory consumption, this algorithm reserves a lot of memory slots that

will remain unused by the algorithm.

In [8], Haraty et al. proposed an approach that uses a single two-dimensional array data
structure to store dependencies. This approach relies on data dependency. This model does
not refer to the log file in order to determine dependencies. Whenever a new transaction
commits, it will be added to the matrix. Whenever a new data item is written by a transaction,
a new column is added to the matrix. The main enhancement of this approach over that
proposed in [24] is the addition of two columns to the matrix. The first represents a counter
of the data item stored at this row and the second a reference to the first data item in the row.

Due to this data structure, the algorithm will not have to scan
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the set of empty cells. This enhancement in data structure has led to significant increase

in damage assessment performance time. Yet, our approach is still faster.

Fig 4.3 clearly shows the efficiency of our algorithm when compared to other

models in E2. This difference in performance is due to the utilization of:

1. A log file independent approach: the detection algorithm does not have to refer back
to the log file in order to find transactions history. Most of the previously proposed
approaches rely on a log file for damage assessment. Referring to a log file for
recovery is time consuming as it requires a lot of communication overhead.

2. Agents for clustering transactions history in small subsets that are easy to manage
and maintain. In the previously proposed approaches, the authors have been
scanning their entire data structure searching for the malicious activity where
benefiting from problem localization and parallelism has never been taking into
consideration

3. Graph data structures to maintain transactions history. In previously proposed
approaches, the authors have been mainly relying on matrix in order to store data
dependencies. Our algorithm relies on a totally new data structure to do the same,
which is by nature faster for searching and deleting data items [21].

4. Master Data agent to store transactions that might be accessed more than once;
eliminating redundancies. The utilization of the Master Data agent has eliminated
all data replication. In previously proposed models, if a transaction T1 has been
accessed by two other transactions T2 and T3, the proposed data structure will
create two instances of T1 and will link one to T2 and another to T3. Whereas, in

our model, only one instance of T1 will be created.
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Figures 4.1, 4.2, and 4.3 show the efficiency of our damage assessment model. The
proposed approach has a reasonable growth time when the number of transactions to be
scanned grows. An increase of 5% in the running time has been seen from the best case
till the worst-case scenario, while; in other approaches, the increase varies from 14% to
44%. This proves the scalability of our methodology: it is capable of handling a growing
amount of instructions without facing any bottlenecks or deadlocks due to race on

resources.

4.3 Performance results and analysis of the Recovery algorithm

In order to test the performance of the recovery algorithm, we also utilized the
Northwind database that was used in the simulation of the damage assessment algorithm.
The above analysis was performed on a database snapshot consisting of 3,309 records
where a transaction can access at most 17 records. As stated previously, the detection
phase time increases with the increase of the number of transactions to be scanned. That
is, it increases with the decrease of the attacker’s ID. The same applies for the recovery
phase: as the attacker ID decreases, the number of potentially affected transactions

increases, and so does the running time of the recovery algorithm.

The recovery time is not only dependent on the proposed algorithm and its data
structure, but it is also dependent on the DBMS. From an architectural point of view our
damage assessment model sits between the IDS and the DBMS. We can think of it as a
component that creates a logical map of what we have in the database. It is DBMS agnostic
and comes to play only when invoked by the IDS. Thus, the damage assessment algorithm is

there to provide the topology of the problem, while, our algorithm instructs recovery.
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Yet, the execution of the recovery instructions is dependent of the DBMS and its

infrastructure. The below numbers represent the results of our simulated environment.

Figure 4.4 shows the results of the simulation performance on different Attacker

IDs.
Recovery Agorithm
0.035
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- E® /
0.025 /
0.02 /
0.015 _—
0.01
0.005
0
Transactions to be recovered 5 10 15 20 25
!— Recovery Model 0.014 0.015 0.025 0.029 0.03

Figure 4.4 Performance of our recovery model with respect to increasing number of

recovered transactions

As we can see, the time for recovery increases as the number of transactions to be

recovered increases. Transactions to be recovered include both malicious and affected

ones. The increase in recovery time of our proposed approach proves its efficiency. It only

increased by 2.1 times (from 0.014 ms to 0.03 ms) when number of transactions to be

recovered increased by 5 times (from 5 to 25).

In the below figure 4.5, we compare our recovery model performance results with

other models proposed in [8]. In [8], four different models were presented: traditional,
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traditional clustered (with data dependency), hybrid sub-clustered (with a fixed number of

transactions), and hybrid sub-clustered (with a fixed size of the sub-cluster).

Performance of Recovery algorithm w.r.t Other Models
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Figure 4.5 Performance of our recovery model with respect to other models

Figure 4.5 shows that our algorithm outperforms all previously proposed models.
Compared to the Hybrid-Cluster Model of fixed size, which is the fastest of all models
proposed in [8], our model performed 1000 times faster in the best-case scenario and
18600 times faster in the worst-case scenario. As for the lowest performing model; the
traditional one; our algorithm outperformed it by 3000 times in the best-case scenario and
5666 times in the worst-case scenario. It’s important to note that the performance of our
approach increases when the number of transactions to be recovered increases. When
comparing our approach with previously proposed approaches, the performance ratio of
our algorithm increases from the best to the worst-case scenario. This is not the case with
other models, where the performance ratio decreases. This increase in performance is

attributed to multiple factors:
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1. The fact that our algorithm is log independent: there is no need to access the log
file in order to check transactions history for recovery.

2. The history produced is rigorously serializable: only the database transactions that
were executed after the malicious one are to be recovered; at most. The algorithm
looks into neither transactions that have already committed nor transactions that
are independent of the malicious or affected ones.

3. The used data structure, agents and graphs, that allowed our proposed approach to
easily identify transaction relations and thus, easily spotting the ones to be
recovered.

We also conducted another experiment E2 for the recovery process in which we
compared our model’s results with recent proposed approaches that were suggested in [7]

and [9]. Figure 4.6 represents the results.

Performance of the Recovery algorithm in E2
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Figure 4.6 Performance of our recovery model compared with previous models in

experiment E2
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As we can see in figure 4.6, our proposed model shows an increase in efficiency as

the number of transactions to be recovered increases.

In [7], Haraty& Zbib proposed a recovery algorithm that is based on matrix. In
addition to the data structure used for damage assessment, this algorithm requires another
one that will be used for recovery. Additionally, the algorithm proposed in [7], reads the
log file data in order to identify dependencies and then stores this information into the

array that is used for recovery.

In [9], Haraty & Sai proposed a recovery algorithm that uses matrix. This approach
is faster in recovery time than the one proposed in [7], as it only reads the needed the
information from the log file and then populates it pinto the matrix used for recovery. The
algorithm will refer to the log file in order to copy transactions history. Log file data,
starting at the smallest attacker 1D, will be loaded into the matrix used for recovery. This
approach has proven to be efficient for recovery when the database has few transactions.
However; when the number of transactions to be recovered increases, the running time of
the recovery approach proposed in [9] tremendously increases. The time needed for
recovery in our model increases by 2 when the number of transactions to be recovered
increases by 5. While, in that of Haraty & Sai in [9], the time needed to recover increases
by 5.5 times when the number of transactions to be recovered increases by 5. Additionally,
the approach proposed in [9] doesn’t take into consideration indirectly affected

transactions, while, our approach does.

4.4 Performance results and analysis of the memory consumption
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In this section we discuss our model’s performance in terms of memory usage based
on different simulations. In order to analyze the obtained results, we compared it with
Haraty & Zbib model in [7] and that of Haraty & Sai in [9]. Similar to what was done in
the previous sections of the detection and recovery algorithms, we compared the obtained

numbers using a best-case and a worst-case scenario.

We assume that the number of slots consumed by a transaction will be equal to the
number of relationships that a transaction has. For instance, if we assume that transaction
T4 has three relationships with the following transactions: T1, T2, and T3, then the
memory slots occupied by transaction the T4 are equal to three. That is, one slot per node

connection.

Memory Consumption in the Best Case
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Figure 4.7 Best case scenario memory consumption analysis..

In [7], Haraty & Zbib used two matrix in order to store transaction dependencies.
So lets assume we have a database that is made up of 100 transactions and 10 data items,

then the dependency matrix that results in [7] will have 1000 entries (100 transactions*
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10 data items). This matrix is used to identify any dependencies between any given

transactions.

However; in [9], Haraty & Sai proposed an approach that is dependent on the
number of dependencies in the matrix rather than on the total number of transactions and

data items.

The best-case scenario represents a simulation where each transaction only depends
on one other transaction. That is, in our model, each transaction will have only one slot
per node connection. Having said that, and since our algorithm only uses one data structure
for recovery, the number of memory slots used by our model will be equal to the number
of dependent transactions. Comparing our numbers with Haraty & Zbib in [7], the results
show significant improvement in performance. Since in [7], the algorithm still has to
populate a matrix of 1000 entries. When the number of dependent transactions is 50, our
model is 2000 times faster. Yet, when compared to Haraty & Sai in [9], their model

consumed half of the needed memory slots by our model.

Figure 4.8 showcases the memory consumption of our model in the worst-case scenario.
The worst-case scenario represents a simulation where one transaction depends on all of the
remaining ones. So, for instance, when we have 50 transactions in a set, one of these
transactions will be dependent on the remaining 49. In our model, the memory consumption
of the worst-case scenario will be equal to that of the best-case scenario in every simulation.
Since, in all cases, each node can at most have one single connection with another node. When
compared with the numbers obtained in [7], the improvement in performance would remain

the same as that of the best-case scenario. This is due to the
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fact that in [7] the size of the matrix created is independent of the number of transactions
to be recovered. As for the model presented in [9], our numbers are now almost equal,
since the memory consumed by the model in [9] is dependent on the number of
transactions’ dependencies. Our model and the one presented in [7], is independent of the
latter. Having said that, the memory consumption performance analysis of our algorithm
proves its scalability, where the memory used by our proposed approach will still remain

the same when the number of database transactions enormously increases.

Memory Consumption in the Worst Case
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Figure 4.8 Worst Case scenario memory consumption analysis.

The above experiments prove the efficiency of our model in terms of memory
consumption. The proposed approach is not only efficient in terms of damage assessment and
recovery time, but also in terms of memory usage. It also showcases its scalability, as the
number of memory slots used remains constant independent of the database size. As
previously stated, our model only uses one data structure for storing data dependencies, which
is one of the main reasons that reduced its memory consumption. Our approach only uses one

data structure in order to maintain transaction relations, while, in previously
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proposed models multiple ones are used. Additionally, our model maintains dependencies

between transactions and not between data items of transactions.
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CHAPTER FIVE

CONCLUSION

As we create better locks, thieves will get better at picking. Similarly, hackers will
continue finding ways to get into systems, thus, the need to keep enhancing on the already
existing approaches in order to build a more efficient and reliable damage assessment and
recovery algorithms. The incentive of any model is to recover a database to its consistent state
in near real-time. With the enhanced infrastructure in our data centers nowadays, we can
benefit of virtualization to scale. Putting distributed processing in action along with the right

data structures will optimize enormously our performance.

Information reconciliation is the process of ensuring that two sets of records are in
agreement. By providing an agent controlled graph model, we presented an approach that
illustrates an enhanced and efficient way for information reconciliation in a database
environment. This was achieved by optimizing towards the offline availability of the
database, by decreasing the time of recoverability to bring the database back to its

consistent state.

With minor modifications, the proposed approach can be amended to fit both data
and transaction dependencies and this would be a part of our future work. The work
presented could be further developed to act on data as it handles transactions. Each
node will now represent the transformation of data items from one version to another.

Only transaction with read followed by a write will be added to the sub-graphs.
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