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Deep Reinforcement Learning for Resource

Constrained HLS Scheduling

Rim Mikhael Makhoul

ABSTRACT

High-level synthesis (HLS) scheduling, an NP-hard problem, is a process that auto-

mates VLSI design and is a very important step in silicon compilation. HLS takes

as input a behavioral description of a system with a set of constraints and outputs

an RTL description of a digital system. The two main steps in HLS are: operations

scheduling and data-path allocation. In this work, we present a resource constrained

scheduling approach that minimizes latency and subject to resource constraints us-

ing a deep Q learning algorithm.

The actions and rewards for the proposed algorithm are selected carefully to guide

the agent to its objective. We used a deep neural network to train the agent and

in order to learn the the Q-values. The results of this work are compared to other

state-of-the-art algorithms and are proven to be very effective and promising.

Keywords: Very-large-scale integration, VLSI, High-level synthesis, HLS, Schedul-

ing, Resource constraints, Reinforcement learning, Deep neural networks.
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Chapter One

Introduction

1.1 High-Level Synthesis

Throughout the years, the design and development of electronics has grown and risen

in complexity. Advancements have led to the increase in the number of transistors on

a single chip, and according to Moore’s law (figure 1.1), this number is doubling every

18 months [1]. These very-large-scale integration circuits (VLSI), are very complex

and go through numerous steps before they are ready for production. VLSI circuits

necessitate great care towards precision and efficiency in their design process, to

decrease manufacturing defects and reduce production time and expenses [2].

Towards that end, computer-aided tools or silicon compilation help model electronic

circuits and speed up the process, leading to minimal human intervention and lower

chances of human errors. One of the automated steps used in VLSI and hardware

design is called high-level synthesis or HLS. HLS converts a high-level description
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Figure 1.1: Gordon Moore predicted in 1965 that the number of transistors on a
single chip would double every year, he then changed his statement, ten years later,
to doubling every 18 months [1].

of a design that describes the functionality of each component of the system, into

a netlist that describes the connectivity of the circuit [2]. HLS includes 3 main

sub-tasks as follows:

• Scheduling: It is the process of defining the start time and end time of each

operation in the circuit, without any precedence or constraints violation, and

taking into consideration timing and resources tradeoffs.

• Allocation: It is the process of deciding on the number of resources to be used

to accommodate all functional units (multipliers, adders, etc.), storage units

(registers, RAMs, ROMs, etc.), and interconnects (buses, wires, multiplexers,

etc.).

• Binding: It is the process of deciding on a specific unit for a specific oper-
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ation, at a specific time, and assigning the operation to it. In other words,

binding maps each operation or variable to a specific functional unit or register

respectively.

All the sub-tasks mentioned above are very interrelated, and they are sometimes

solved all together as one problem, or each separately [2].

HLS takes as input a behavioral description (such as Verilog and C) along with a

set of constraints (such as area constraints, latency constraints, and resource con-

straints). The output is then generated as a set of scheduled operations for schedul-

ing and a set of resources for allocation/binding. The parallelism of operations, area

of the chip, and performance efficiency of the circuits are all heavily dependent on

these steps. Therefore, HLS optimization and precision are key to circuits design

[2].

1.2 HLS Scheduling

This work focuses on the scheduling part of high-level synthesis, an NP-complete

problem. Operations in an HLS circuit are sequential and dependent on each other,

and some operations cannot be executed concurrently. The preceding operations

of each unit are called predecessors, and the following ones are called successors.

Usually, a sequencing graph only shows the dependencies of the operations. However,

a schedule, which is what we are interested in getting, indicates at which time step

each functional unit should execute, while still satisfying all the dependencies (figure

1.2) [2].
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Scheduling affects many aspects related to the VLSI design. For instance, it deter-

mines the maximum number of time steps by determining concurrent operations,

thus affecting the circuit’s performance and speed. Moreover, it determines the

number of resources to be used, thus affecting the area of the chip and its cost.

Figure 1.2: A sequencing graph shown on the left vs. one possible schedule shown
on the right.

Scheduling can be unconstrained; however, for the reasons mentioned above, time

and/or resource constraints can be imposed on the process. For example, the number

of multipliers used in one circuit can be specified to be less than 2. As such, we

cannot have more than 2 multipliers at any given time step. Similarly, we can specify

that we want the schedule to be finished in T time steps.

More formally, we define below 3 scheduling problems:

• Unconstrained scheduling with minimum latency: Given a set of operations

O, assign each operation to a time step ti and find the best schedule with the
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minimum latency.

• Resource-constrained scheduling with minimum latency: Given a set of opera-

tions O and an upper bound on each type Ni, assign each operation to a time

step ti and find the best schedule with the minimum latency, such that for

each time step max(ni) < Ni, where ni is the number of operations of type i

at a specific time step.

• Time-constrained scheduling with minimum resources: Given a set of opera-

tions O and an upper bound on the time steps T, assign each operation to a

time step ti and find the best schedule with the minimum number of resources,

such that max(ti) < T .

In this work, we deal with the second type of scheduling mentioned above, and our

goal is to find the best resource-constrained schedule with minimum latency.

1.2.1 ASAP, ALAP and Mobility

One of the most basic approaches used to solve HLS scheduling, is the ASAP al-

gorithm. ASAP scheduling is an unconstrained scheduling technique, without any

time or resource limits. ASAP works by scheduling operations at the earliest pos-

sible time step that satisfies the predecessor dependencies. Therefore, ASAP finds

the least time of an unconstrained schedule and can be used as a latency bound for

constrained scheduling [2].

It is interesting to note here that since ASAP finds the minimum possible time step,

it also gives the length of the critical path. The critical path is the longest path

5



were operations are dependent on each other and cannot be scheduled concurrently.

In contrast, ALAP works by scheduling operations at the latest possible time step

that satisfies successor dependencies. ALAP, is a time constrained scheduling prob-

lem with an upper latency bound. One way that ALAP can be solved is by taking

the time limit given by the ASAP schedule and scheduling operations according to

their maximum allowed time [2].

Now let’s denote tS as the minimum time of an operation, computed by the ASAP

algorithm, and tL as the maximum time of an operation, computed by the ALAP

schedule. The mobility, which is an important notion used by scheduling algorithms,

is the difference between the ALAP and ASAP time steps of an operation, and is

denoted as:

µi = tLi − tSi (1.1)

where,

i = 0, 1, ..., n and represents the operation.

The mobility of an operation is important because it indicates how many time steps

an operation can be moved. For instance, if the mobility of an operation is 0, it

means it is scheduled at the same time step for both ASAP and ALAP, and it cannot

be moved anywhere within the time limit [2]. Alternatively, some algorithms use

the time range [tS, tL] to check at which time steps operations can be moved.
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1.2.2 Considerations in HLS Scheduling

Chaining

When an operation is executed at the same time step of its predecessors, the process

is called chaining. An example of chaining is shown in figure 1.3, where operation 3

is executed at the same time step of its predecessors 1 and 2 [3].

Figure 1.3: An example of chaining

Multi-cycling

When an operation takes more than one time step to be executed, the process is

called multi-cycling. Some types of operations might have a higher execution time

than others, and need more than one clock cycle to be done. An example of multi-

cycling is shown in figure 1.4, where operation 4 takes 2 time steps to be finished

[3].
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Figure 1.4: An example of multi-cycling

Pipelining

Pipelining is when a time step starts executing the next operation even though

not all operations have finished execution. This method can be used to make the

schedule faster and more efficient [3].

All of the processes and methods mentioned above can be used and taken into

consideration while scheduling, and they affect the number of used operations and

the maximum time step. However, in this work we keep things simple, and assume

that all operations have the same execution time of 1 time step and we do not use

any of these methods.

1.3 Machine Learning

Ever since the creation of computers, mankind has wondered about the possibility

of making them learn, leading to a number of successful experiments performed

towards this very purpose. Machine learning carries many potentially important

applications in numerous fields such as medicine, sales, engineering, finance, biology,

and so on. One example of application in the medical field is the use of medical
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records to effectively select the best treatment for a certain disease, after training

the machine learning model from previous experience. With so many algorithms

being developed for different types of learning tasks, and utilized in many practical

applications, it is becoming very clear that machine learning is crucial for future

technological advances [4].

Machine learning is divided into 3 main types of learning. The first type is supervised

learning, the second is unsupervised learning, and the third is reinforcement learning.

We explain each of these types below to get a better understanding of the differences

between them and how each type is used.

1.3.1 Supervised Learning

Supervised learning is the most studied type of machine learning. For this type,

there are previously measured or noted variables called inputs or features. For each

input, there is an output called a label, and the goal here is to use the features

to predict the labels. Both the inputs and the outputs to be predicted can be of

different types; for example, they can be quantitative or qualitative (categorical),

leading to different supervised learning methods. Predicting quantitative outputs is

called regression, and predicting categorical outputs is called classification, and for

each of these predictions, various algorithms can be used to solve them [5].

Example: One example of classification in supervised learning is the famous species

of iris classification example. In this task, an algorithm is trained on data containing

information about the petals and sepals of each flower. The goal is to classify irises

into 3 subcategories (Virginica, Setosa, and Versicolor) (figure 1.5).
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Figure 1.5: An example of the iris dataset printed using python from the sklearn
library. Each of the target numbers represents one of the irises’ subcategories to be
predicted after training.

1.3.2 Unsupervised Learning

Unsupervised learning attempts to find patterns and common traits in unlabeled

data, and it tries to cluster or group the data into smaller sets with similar proper-

ties, as shown in figure 1.6. In many cases, the dimensionality of the unsupervised

learning data is much higher, and has much more complicated properties, than that

of supervised learning. Therefore, dimensionality reduction techniques are used to

get a better understanding of the features. Moreover, In supervised learning, there

is a clear measure of the efficacy of the used algorithm and its accuracy. This, how-

ever, is not the case for unsupervised learning, and heuristic algorithms are used for

this purpose [6].

Example: One of the applications of unsupervised learning is the grouping of cus-

tomers according to several criteria. These criteria can be interests, age, education,

income, nationality, and others. These groups are then used for product recommen-

dations, targeted advertisements or any other marketing purposes.
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Figure 1.6: An example of data clustered by an unsupervised learning algorithm,
called K-means, into 3 categories (green, blue, and orange) [6].

1.3.3 Reinforcement Learning

Reinforcement learning is closer to the way humans learn by interacting with their

surroundings and receiving feedback. It works by mapping actions taken in an

environment by an agent to a set of rewards. These rewards are used to discover

the best actions to be taken in each state through trial and error. They then affect

the next step and the subsequent rewards, and guide the agent towards the best

outcome [7].

Example: One example of reinforcement learning is having an agent play chess

against an opponent. The agent chooses a move from the set of chess moves by

interacting with the board (the environment). The agent then receives a reward

corresponding to the move, which can either be good or bad. Accordingly, the agent

trains by playing thousands of chess games, and forms a policy to be utilized when

11



competing.

This work uses reinforcement learning to solve the HLS scheduling problem. Similar

to supervised and unsupervised learning, many reinforcement learning algorithms

and techniques exist. Therefore, we go into more details in the following chapters

to explain all the components that make-up reinforcement learning and its different

algorithms.

1.4 Thesis Organization

This chapter presented an overview of high level synthesis, HLS scheduling, and

explained different types of machine learning algorithms. In the upcoming chapter,

we start by expanding on reinforcement learning. In chapter 3, we then show a

thorough investigation of previous works done to solve HLS scheduling. In chapter

4, we propose our deep reinforcement learning algorithm and its implementation.

After that, we present our results and compare them to other approaches in the

literature. Finally, we conclude and discuss related future work.
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Chapter Two

Reinforcement Learning

As mentioned in chapter 1, reinforcement learning is different from other machine

learning algorithms. In this one an agent learns by interacting with its environment

and getting feedback in the form of rewards. In this chapter, we explain in more

detail the elements of reinforcement learning and we formulate it into a mathematical

problem. Then we present some RL algorithms, and finally we discuss some of its

challenges.

2.1 RL Components

As shown in figure 2.1, The agent interacts with the environment and learns to

choose the best action for the state St, it is in at step t. After taking the action,

the state changes to St+1 and the agent gets a reward rt+1. This process loops for

several steps over a number of episodes, while the agent’s goal is to increase the

total reward, by improving the selection of actions [8].

13



Figure 2.1: A graph showing the different components of reinforcement learning
system [8].

Therefore, the agent is presented with several states given by the environment and

it needs to take an action. The given rewards (or penalties), guide the agent towards

its goal by evaluating the next state the agent is in from the current state, not just

the taken action. For instance, one action might be bad for one state but very good

for another. Therefore, the reward should be a function of both the state and the

action [8].

Moreover, choosing the right reward function is very important and delicate. To

put it another way, if we choose a reward function that is not directly related to our

objective, the agent might end up learning a completely different function. Similarly,

the state is also chosen carefully to reflect our problem because the rewards are also

dependent on it [8].

One additional component of RL is the value function. Rewards give the agent

feedback instantly. However, value functions give feedback over the long run and

they are defined as the expected total reward the agent can get in the future. In

other words, value functions consider all the states St+1 that are probable after

state St and the likely rewards from these states. One state might produce a low

14



reward currently but yield a high value function in the end [7]. To put things

more into perspective, consider a person working on a project they are interested

in. This project gives them pleasure and fun (high reward), but it also leads to

sleepless nights and tiredness (low reward). When completed, this project leads to

satisfaction and success (value function).

The value function, estimates the value of having the agent in a particular state,

but this is indirectly similar to calculating the value of the action that will take

us to that state. This is where the action-value function comes into place. The

action-value function also called Q-function estimates the Q-values of each action

at a particular state, thus leading the agent to choose the best action. In other

words, the value function is only a function of the state, whereas the Q-function is

a function of both the state and the action.

Now to choose the best action at each state, the agent learns a policy that is a

function of the state denoted by π(s). This policy estimates the Q-function, and

there are many techniques that can be used to learn it. They are explained below,

but first let’s formulate reinforcement learning mathematically.

2.2 Mathematical Formulation of RL

2.2.1 Markov Decision Process (MDP)

Reinforcement learning is based on and follows a Markov Decision Process or MDP.

To explain this, let’s first start by explaining what is a Markov property. Markov or

15



the Markov property states that if we are at a current state, and even if this state

has gone through many previous states, then the conditional probability distribution

of the next state is dependent on the current state alone, regardless of any previous

state it got through. Therefore, the probability of the next state coming from the

current state will always be the same and independent of the previous processes. A

probabilistic process having a Markov property is therefore called a ”memoryless”

process [8].

Moreover, a Markov Chain is comprised of a sequence of probabilistic (stochastic)

processes and it applies the Markov property to them. Simultaneously, a Markov

Decision Process applies the Markov Chain to the process of taking a decision. For

a reinforcement learning problem, this MDP provides a mathematical formulation

for the agent, and the decision is about learning a policy π(s), that helps the agent

decide the best state to move to, or the best action to take from the current state

[8].

The probability of transitioning to state s’ from state s after taking action a is

denoted by Pa(s, a, s
′). Moreover, Ra(s, a, s

′) is the reward received after taking

action a and going from state s to state s’. These 2 probabilities follow the probability

functions defined by the MDP as Pa(s, s
′) and Ra(s, s

′) respectively. MDP can thus

be defined by the following set of tuples (S, A, Pa, Ra, γ) where S is the current

state, A is the action taken, Pa and Ra are respectively the probability and reward

of getting to the next state from the current state and finally γ is the discount factor

used to discount the effect of the future rewards on the present rewards and it is

a number between 0 and 1. γ is defined as γ = 1/(1 + r). In order to discount a

reward at step n in the future while taking it into consideration at the present, the

16



future reward’s discount factor is γn [8].

The MDP’s goal is to maximize the total discounted rewards accumulated from

the time steps and to find the best policy that can do so [8]. In other words, and

as explained previously the policy π(s) has to maximize the discounted cumulative

rewards given as follows:

∞∑
t=0

γtRat(St, St+1) (2.1)

2.2.2 The Bellman Equation

Named after Richard Bellman, the researcher mathematician who got to this equa-

tion, the Bellman equation gives a mathematical formulation that estimates the

value function and the action-value/Q-function of reinforcement learning problems,

and there are many iterative algorithms used to solve it [8]. In this work we use

deep Q-learning which uses the Q-function to estimate the results. Therefore, we

present below the bellman equation for the Q-function under policy π as follows:

qπ(s, a) = Eπ

[
∞∑
k=0

γkRt+k+1

∣∣∣∣∣St = s, At = a

]
(2.2)

where it is explained as the expected sum of discounted cumulative rewards of each

state after taking action a from the current state s [7].

17



and the optimal action-value function is as follows:

q∗(s, a) = max
π

qπ(s, a) (2.3)

2.3 RL Algorithms

2.3.1 Q-learning

Q-learning is one of the earliest works in reinforcement learning algorithms, and it

tries to estimate the optimal Q-function (q*) by iterative updates. Q-learning starts

by creating a table of Q-values for state-action pairs that are initialized to 0. At

each step, the agent picks an action and moves to the next corresponding state and

gets a reward at time t + 1 [8]. The Q-value of the action at time t is updated

iteratively according to the formula below:

Q(St, At)← Q(St, At) + α[Rt+1 + γmax(Q(St+1, a))−Q(St, At)] (2.4)

where,

• Q(St, At) is the Q-value of the current action chosen for the current state,

before taking the action.

• Rt+1 is the reward we get from getting to the next state, after taking the

action.

• max(Q(St+1, a)) is the maximum Q-value of the next state, after taking the

18



action, for the current action.

• α is the learning rate, or the steps the agent has to take to learn.

• γ is the discounting factor, used to discount future rewards at present time,

and it is a number between 0 and 1.

2.3.2 Deep Q-learning

Neural Networks and Deep Neural Networks

Neural networks are inspired from the biological neural system where neurons are

connected together. These neurons process received signals passing through them,

to activate a certain action [8].

Artificial neural networks take input values and weigh them. We denote the vector

X = {x1, x2, ..., xn} as the input vector and the vector W = {w1, w2, ..., wn} as the

weights vector. The neural network’s goal is to train the W and find the optimal

values for the weights. The best output could be one that minimizes the error

between predicted and labelled values, such as in the case of supervised learning.

The neural network processing is made according to an activation function, such

that:

ŷ = Activation(Z) (2.5)

where,
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• ŷ is the predicted output

• Activation() is the activation function

• Z represents the weighted inputs and the bias

Figure 2.2: A neuron with its inputs and output

This functionality applies to one data element and it is called a forward pass. How-

ever, with real data we need to train many data elements. To evaluate the perfor-

mance of our neuron and the accuracy of our weights, we use a loss function over y

and ŷ, where y is the actual output, and ŷ is the predicted output. The loss function

is chosen from many possible functions, to best suit our data and objective [8].

Using one neuron is not very helpful and does not give good results. Therefore, we

use a neural network with many neurons and 3 layers. The layers of a NN are as

follows: input layer, hidden layer and output layer. The input layer and output

layer have as many neurons as the inputs and outputs respectively. In the case of a

classification problem for example, the outputs are equal to the number of classes.
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The hidden layer’s neurons have a variable number and can be changed according

to the application and by experience.

To go one step further, neural networks are also not always suitable to approximate

real life challenges. Therefore, we can use neural networks with more than one layer

of hidden neurons, and this is called a deep neural network [8]. Figure 2.3 shows

the difference between a neural network and a deep neural network.

Figure 2.3: Figure showing the structures of a NN and a deep NN and the differ-
ences between them. The neural network is shown on the left with 1 hidden layer,
in comparison to the deep neural network shown on the right with 2 hidden layers.

There are 2 notions when it comes to neural networks: feedforward propagation and

backpropagation. Feedforward, is similar to the forward pass of a neuron and is the

concept of the signal moving forward from the input layer to the output layer, and

this is where the activation function is used. Backpropagation is the method used,

when the errors we get from the last layer are sent back layer-by-layer, in order to

get better weights in training. These weights are updated in a way to minimize the

losses by calculating the gradient of the loss function. The power of deep neural

networks lies in being able to learn several functions in different layers, thus being
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able to deal with different structures of data [8].

When designing a neural network there are many things to take into consideration,

such as the choice of an activation function for the layers, the choice of a loss function

and the choice of an optimizer [8]. These choices are explained briefly below.

• Activation function: As mentioned previously the activation function is

used to move the weighted inputs forward and calculate the outputs. The

activation function helps in deciding which neurons to activate, or in other

words which neurons affect the results. There are many activation functions

to choose from depending on the application and the expected output. We

name a few popular ones such as: SoftMax activation, Linear activation, Rec-

tifier linear unit (ReLu), etc.) [8].

• Loss function: The choice of a loss function is important for backpropagation

and the optimization of weights. There are many loss functions to choose from,

but some popular ones are the Mean Square Erros (MSE) and the crossentropy

loss for regression and classification problems respectively [8].

The DQN Algorithm

Similar to Q-learning, deep Q-learning is another iterative algorithm to calculate

the Q-values, but it uses an artificial deep neural network instead of a Q-table, and

updates their values according to the same equation 2.4.

The advantage of deep Q-learning over Q-learning is that using the neural network

we can estimate all the Q-values of all actions in a given state at the same time
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and then we take the one with the highest estimate [9]. This makes deep Q-learning

more suitable for real life problems and for ones with a big search space.

DQN takes as inputs to the neural network the states of our problem, and give

the Q-values of every action that can be taken from this state. After choosing the

action according to a certain policy, we move to the next state. The agent then

gets a reward (or a penalty) according to its choice. This process repeats over many

episodes, all the while updating the Q-values, until we reach the best solution.

2.4 Challenges in RL

2.4.1 Exploration vs Exploitation

As discussed previously, the agent chooses the best action according to its value

function. To get these value functions the agent needs to be trained throughout

many episodes and steps. We can start by randomly initializing these values and

then updating them from experience. However, if the agent kept choosing similar

actions and updating them (exploiting) that would lead to getting stuck at a local

optimum. However, taking one bad action at one point might lead to better results

later in the process. Therefore, the agent needs to explore as many options as

possible (exploration) before choosing the right actions to exploit [8]. This is where

the exploration vs exploitation dilemma comes from, and there are many techniques

to solve this. One of the popular techniques for exploration vs exploitation is the

epsilon-greedy method that we use in this work, and it is explained in more detail

in section 4.
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2.4.2 Stability in deep Q-learning

Experience Replay

In deep Q-learning, at each iteration the algorithm goes through an experience

presented by the tuple (s, a, r, s’). Therefore, when updating the Q-values the

process is heavily dependent on those agent experiences. If the agent encounters

these same experiences frequently, the updated weights are going to be dependent on

them too, and this will make the agent biased. This leads to difficulty in optimizing

the loss function. To solve this issue, we use a memory buffer, called ”experience

replay”, where we save the experiences in a first-in first-out queue with a specific

size and sample them randomly to train the agent. This method makes it less likely

to pick the same experiences [8].

Target Network

When updating the estimates of our neural network, to make our Q-values closer to

our desired outputs, we also update the values of the next state; as such if we are

using the same network that is being updated in every step, some issues may arise

and make the network unstable. For this reason, we use a main network to estimate

the Q-values, and another network, called a target network, to keep the Q-values

stable for a number of steps. The target network is synced and updated with the

parameters of the main network after some time [8].
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Chapter Three

Related Work

In this work, our goal is to find the best possible schedule with minimum latency

and resource constraints. Therefore, in this section we focus on algorithms that

solve the resource-constrained problem and explore the most prominent ones, with

a few mentions of other algorithms for other types of constraints.

3.0.1 Heuristic Algorithms

List Scheduling

One famous approach used for the scheduling problem is list scheduling. List

scheduling was borrowed from the software domain and used in many other solu-

tions, such as in [10]. List scheduling constructs a schedule by creating a ready list

of the operations that satisfy the precedence relations and the resource constraints

at the current time step. It then schedules them accordingly. The algorithm can

have a selection criterion such as a priority list, and these can be computed by a
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heuristic measure. The algorithm has a run time complexity of O(n); however, it

might not have the best latency [2].

Force Directed Scheduling

In [11], the author presents force directed algorithms for both time and resource

constraint problems. The first algorithm presented in the paper is called FDS and

solves the time constraint problem. However, the second algorithm called force

directed list scheduling or FDLS is an extension of list scheduling and solves the

resource constraint problem. The FDLS algorithm works similarly to list scheduling

but uses forces to calculate the priority of operations and keeps operations with

lower forces to be scheduled at a later time. Forces are inspired from those of elastic

springs, and include a self-force to relate the operation to the different time steps

and a predecessor/successor force to accommodate the dependencies.

Other Heuristic Algorithms

Other heuristic algorithms can also be used. The percolation algorithm schedules

operations to time steps at an initial stage, then it iteratively tunes the schedule by

moving the operations to other allowed steps, and removes unused ones. It starts

with by an initial unconstrained optimal schedule, then adds the constraints while

refining it [12].

Path based scheduling is another heuristic algorithm presented in [13]. The algo-

rithm starts by getting a directed acyclic graph (DAG) from the control flow graph

with a list of the loops. After that, all the paths taken from the DAG are scheduled
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using the as-fast-as-possible (AFAP) algorithm, all the while taking the constraints

into consideration. Then, the scheduled paths minimize the number of time steps

with their overlaps and we get a final schedule accordingly.

Many other heuristic algorithms, constructive and iterative, can be used to solve the

HLS scheduling problem. Some of these algorithms extend on previous ones, such as

list scheduling, and find different solutions for the priority list. Other algorithms are

borrowed from similar problems, and transformed to fit HLS resource-constrained

scheduling [2].

3.0.2 Exact Algorithms

Integer Linear Programming

The ILP algorithm, is also one of the famous algorithms used for the resource-

constrained HLS scheduling problem. ILP gives a mathematical description of the

problem, and transforms it into an integer linear programming model. In [14], The

authors use some techniques to reduce the ILP search space. For instance, they use

ASAP and ALAP to tighten the time ranges of operations, and list-scheduling to

specify an upper bound for the time steps for resource-constrained scheduling.

In [15] the authors transform the mathematical ILP formulation to a node packing

problem, then use polyhedral theory to reduce the search space by introducing

constraints. Their approach improves on the ILP algorithms’ efficiency by scheduling

and allocating the operations at the same time, and providing a polynomial run time

for some of the instances.
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Hu’s Algorithm

Another approach is Hu’s algorithm, which assumes that all operations are identical

or can be used by the same type of unit (multiprocessor). It was first introduced

in [16], to schedule n jobs with a minimum time and with m available men. It was

then extended for the HLS scheduling problem. The algorithm works by labeling

operations by how far they are from the sink of the sequencing graph, and schedules

the ones with the highest label (priority) first. This algorithm is a greedy algorithm

and its importance lies in having a polynomial run time, in addition to giving optimal

solutions. Many heuristic algorithms expand on Hu’s algorithm to solve the multi-

units problem [2].

3.0.3 Metaheuristic Algorithms

Simulated Annealing

In [17], simulated annealing is used to perform scheduling and allocation of oper-

ations with resource constraints. The algorithm used here avoids being stuck in a

local optimum by using hill climbing with simulated annealing, and instead finds a

global solution.

Genetic Algorithm

Metaheuristic works have also been done. These include genetic algorithms in [3]

and [18]. In the first paper, the authors use GA to perform scheduling allocation and
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binding simultaneously and try to minimize the total area of the functional units

with latency constraints. They use for the encoding of the chromosomes 2 fields

for each operation, one indicating the Id of the functional unit and the second its

scheduled time based on the mobility.

In the second paper, researchers use another genetic algorithm approach with a

different chromosome structure, and give the user control over time or resource

constraints. The chromosome encoding used here, represents both scheduling an

allocation by using 2 independent sub-strings for each chromosome. The first string

is a node priority field representing the nodes to be scheduled, and the second

is a resource allocation field indicating the number of allowed resources. After

chromosome encoding, the algorithm uses list scheduling with an adaptive priority

list technique in order to find a suitable schedule and to avoid local optimums.

Ant-Colony Algorithm

The authors in [19] explore an ant colony optimization algorithm for both time and

resource constrained problems. The algorithm used is a hybrid one and it combines

the MAX-MIN ant colony system with other heuristics. The heuristics used are

ones that find local and global solutions depending on the input. The authors then

compare their results with known algorithms such as FDS, list scheduling, and ILP

and find promising results.
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3.0.4 Reinforcement Learning Algorithms

One of the approaches that this work is inspired from is the use of deep reinforcement

learning to solve the latency constrained scheduling problem in [20]. In this work,

the authors start by generating a large number of graphs to be used as expert

demonstrations, and then use deep neural networks to train the policy network

and to learn to classify the states into different categories that generate different

actions. After this, the authors move to reinforcement learning where the agent

imitates the expert demonstrations. This is done by training the policy network

using reinforcement learning, and policy gradient is used to improve the policy. Our

suggested approach is a variant of this work and follows a deep Q-learning solution,

but the environment is modified to fit the resource-constrained scheduling problem.

3.1 Notes on Previous Works

As seen in this chapter, many works have been done to solve the HLS scheduling

problem. Some have been imported from other problems and others made specially

for HLS. Moreover, some of these solutions treat HLS steps (scheduling, allocation

and binding) separately and deal with scheduling alone, while others treat either

2 of these steps or all of them as one. In addition to HLS steps, many algorithms

take into consideration pipelining, multi-cycling and chaining in their solutions while

others do not.

When it come to the efficiency of these algorithms, heuristics suffer from flexibility,

but are advantageous with their speed. In contrast, metaheuristics suffer from slow
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solutions, such as in simulated annealing [3]. Moreover, even though ILP algorithms

give exact solutions, they are complex to formulate and have an exponential time

complexity. This makes them not suitable for large datatsets with many operations

and constraints [2] [3]. Therefore, the need for new solutions is persistent and

important for the never-ending increase in the number of operations in one chip.
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Chapter Four

Proposed Approach

In this chapter we detail our suggested algorithm in more detail, and the reasons

behind the taken decisions. Moreover, we run through several examples for a better

understanding of the presented concepts.

4.1 Problem Description and Contribution

The HLS resource-constrained scheduling problem is an NP-complete problem. As

the number of transistors on a chip keeps increasing, current algorithms are rendered

less suitable for large circuits with thousands of operations, and finding optimal

solutions is becoming more difficult.

The purpose of the proposed approach is to be able to solve very large datasets

and find the optimal solution. As far as we know, this is the first use of deep

reinforcement learning algorithms for this problem.
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4.2 Data

Our approach starts by taking the data and getting all the needed information from

it. These include: the successor and predecessor relationships for each unit, the

ASAP, ALAP and list schedule, the operation type of each unit and the time range

it can move across.

As mentioned in section 1.2.1, the ASAP algorithm, gives a schedule with the op-

erations scheduled as soon as they can be executed, with no regard to any resource

constraints. The ASAP schedule therefore has the minimum possible time step. In

contrast, the ALAP algorithm, gives a schedule with the operations scheduled as

late as possible, with no regard to any resource constraints. Usually, the ALAP al-

gorithm takes the time step given by the ASAP schedule and places the operations

the latest within this range.

Moreover, the list schedule algorithm, gives us a schedule with a minimum latency

while respecting the resource constraints. This works by preparing a ready list at

each time step containing all the operations that can be scheduled at this specific

time, and taking into consideration successor and predecessor relations and the

number of resources. This process continues until all operations are scheduled.

To get a better understanding of how it works, we run through an example of the

sequencing graph given in figure 4.1 to construct the corresponding list schedule. In

this example, we take the constraints to be 3 units of any type in one time step.

In the first step of the list scheduling algorithm as shown in table 4.1, we start by
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Figure 4.1: Example of a schedule outputted for the HAL benchmark giving us
the best possible schedule throughout the episodes

preparing a ready list for time step 1. The ready list contains the operations that

can be scheduled at this time step respecting the predecessors’ dependencies. We

choose 3 operations randomly because our constraint is 3 units per time step and we

place them in the “Scheduled” column, indicating that they are scheduled at time

step 1.

At the second step (table 4.2), and since the predecessors of operations 3 and 7 are

already scheduled, the ready list now contains the non-scheduled operations of step

1 in addition to these 2 operations.

This process continues until all operations are scheduled (table 4.3) and we get a

final schedule.

Time Step Ready List Scheduled
1 1 2 6 8 10 1 2 6

Table 4.1: First step of the list scheduling algorithm
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Time Step Ready List Scheduled
1 1 2 6 8 10 1 2 6
2 3 7 8 10 3 7 8

Table 4.2: Second step of the list scheduling algorithm

Time Step Ready List Scheduled
1 1 2 6 8 10 1 2 6
2 3 7 8 10 3 7 8
3 4 9 10 4 9 10
4 5 11 5 11

Table 4.3: Complete steps of the list scheduling algorithm

Figure 4.2: The final schedule we got from the list schedule algorithm

As mentioned previously, the ALAP schedule usually takes the maximum time step

given by the ASAP schedule and schedules the operations accordingly. However,

for our algorithm, we take the time step given by the list schedule and construct

the ALAP schedule accordingly. This is done because we want to get the highest

possible time step within the resource constraints, and this is not possible with the

ASAP schedule.

After that, The time range of each operation is extracted from both the ASAP

and ALAP schedules, to get all the time steps it can move across. For example,

consider an operation scheduled with ASAP at time step 2 and with ALAP at time

step 5, then the time range for this operation is of the format [2, 5] and it can be
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moved across time steps 2, 3, 4, and 5. Moreover, some operations are scheduled at

the same ASAP and ALAP time steps, therefore these operations cannot be moved

anywhere and are on the critical path. All this extracted information is the basis of

our algorithm and is crucial for the upcoming steps.

4.2.1 Example

For a clearer view, we show below an example summarizing this section. In table

4.4 each row represents an array in our algorithm with the extracted information.

Figure 4.3 illustrates the ASAP, ALAP and list schedules to simplify the differences

between them.

As we can see in figure 4.3, ASAP schedules the operations as soon as they can be

executed, and the ALAP schedules as late as it possibly can. This difference, shown

in operations 8 and 9, for example. These 2 operations are scheduled in time steps

1 and 2 in ASAP, and in time steps 3 and 4 in ALAP.

The list schedule shown in figure 4.3 is generated from the given constraints. In this

case the constraints were 3 units for each operation type.

Moreover, operations [1, 3, 4 and 5] have all the same time step for both ASAP and

ALAP schedules, so these operations cannot be moved and are on the critical path.

Operation 10 for example, is scheduled in time step 1 in ASAP and in time step 3

in ALAP; therefore, this operation has the time range [1, 3] and can be moved to

time steps 1, 2 and 3.
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a) ASAP schedule

b) ALAP schedule

c) List schedule

Figure 4.3: In this figure we show the difference between ASAP, ALAP and list
schedules extracted from the same data.

Operation 1 2 3 4 5 6 7 8 9 10 11
Type mul mul mul sub sub mul mul mul add add les

Predecessors 0 0 [1, 2] [3] [4, 7] 0 [6] 0 [8] 0 [10]
Successors [3] [3] [4] [5] 0 [7] [5] [9] 0 [11] 0

ASAP schedule 1 1 2 3 4 1 2 1 2 1 2
ALAP schedule 1 1 2 3 4 2 3 3 4 3 4
List Schedule 1 1 2 3 4 1 2 2 3 1 2

Range [1] [1] [2] [3] [4] [1, 2] [2, 3] [1, 3] [2, 4] [1, 3] [2, 4]

Table 4.4: Table showing all the information extracted from the data
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4.3 Proposed Reinforcement Learning Algorithm

4.3.1 Environment

Our reinforcement learning environment must reflect the problem we are trying

to solve. In our HLS problem, we want to find the best schedule with the given

constraints, so our state space is the schedule given by the agent after each action.

To implement this, we use a 1D array for the state space mapped to another 1D

array containing the name of each operation. The state space array contains at the

index of each unit the time it is currently scheduled in, and our initial state space

is the list schedule. The state is observable by the agent and is used as an input for

the neural network.

In addition, our environment includes a 1D array with the type of each unit (adder,

multiplier, subtractor, etc.), and a 2D array with the count of each of these types

at a given time step (table 4.5). These 2 arrays are not observable by the agent but

they are used to update the set of legal and illegal moves, as we explain in section

4.3.2.

Time Step mul add sub les
1 3 1 0 0
2 3 0 0 1
3 0 1 1 0
4 0 0 1 0

Table 4.5: This table shows the count of each operation type at every time step
taken from the list schedule of figure 4.3.
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4.3.2 Action Space

As explained throughout this thesis, operations cannot be moved to just any time

step. We need to respect dependency relations and resource constraints. In other

words, not all actions can be taken in a particular state, and taking an illegal action

makes the schedule unfeasible and incorrect.

However, our agent uses a neural network that takes a fixed number of actions to

calculate the Q-values at each state. Therefore, we cannot give the network the legal

actions only, as their size varies for every state.

To solve this, we propose the following: we create the action space with all the

possible moves in all the states with a fixed size, and use it for the neural network

to calculate the Q-values. One solution, is to let the agent choose illegal moves, and

penalize it for taking them, by giving it negative rewards and ending the episode.

After several episodes, the agent will then learn not to take these actions. However,

in our problem the set of legal moves is much smaller than that of illegal ones in a

particular state. Therefore, this solution makes the agent very slow and needs many

episodes to converge. For this reason, we decide to prevent the agent from picking

illegal actions, and to do this we use masking to mask or hide the unavailable moves.

The masking step is explained in more detail in section 4.3.4, but to achieve this we

need to create a mask of the available moves at a particular state.

Therefore, the action space is a fixed size array containing fixed actions of the format

[operation name, time step], indicating that the specified operation should be moved

to the specified time step. The mask, is a fixed size array as well but it is updated
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for every state update, and has 1 for legal moves and 0 for illegal moves at the same

index of the corresponding action in the action space.

4.3.3 Reward Function

Similar to the environment, our reward function must reflect our goal in order to

guide the agent to the best possible solution. In this problem we are optimizing

the latency, but we are also trying to get the minimum number of resources within

the resource constraints and within the best time step, so our reward function must

reflect this objective.

As mentioned previously, our agent cannot take an illegal action in any state, and

we’re taking care of this using masking (explained in section 4.3.4 in more detail).

However, in order for the agent to learn the best moves in a particular state, there

are several cases we need to take into consideration.

If our agent took a step that changed either the resources or the time steps. This

can mean that the agent either improved one of them or both, and it might also

mean that it worsened them. Therefore, our reward in this case is proportional to

the changes. If for example 2 resources were reduced, the reward should be better

than if 1 resource was reduced. Moreover, our main goal is to find the minimum time

while trying to improve the number of resources. Therefore, the weight of reducing

the time steps should be bigger than that of the resources. The reward function is

therefore formulated as follows for the presented cases:

1. If our agent took a step that did not change anything: Although the agent
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did not improve any of its conditions, it did not worsen them either. In some

states it’s better to remain the same than to take a move that worsens the

results, so we decided to give the agent here a reward of +1.

2. If our agent changed one of its conditions: reward = 1.6 x (previous time -

current time) + 1.4 x (previous resources - current resources). The following

function gives more weight to improving or worsening the time steps and also

takes into consideration that we need a bigger reward for improving the state

than staying the same.

4.3.4 Agent

The last missing piece in our algorithm is the agent, that brings everything together

and is the main component to solve the problem. We train our agent, throughout a

defined number of episodes where the agent takes a defined number of steps to get

to the optimal state. During these episodes the agent chooses an action and gets

feedback. To balance between exploration and exploitation as explained in chapter

2 we use the epsilon-greedy method.

The epsilon-greedy method works by starting from an epsilon value of 1 (ε = 1) and

choosing a random decimal number between 0 and 1 at each step. If the random

number is below epsilon, then the action is chosen randomly (exploration). If it

is greater than epsilon, then the Q-values are estimated and the action is chosen

according to the highest Q-value. The epsilon value will then decay throughout

the episodes by a certain number. This method, helps the agent in exploring the

environment at the beginning of the training, then once it gets a better idea about its
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surroundings, it exploits the best known actions to get better results. The challenge

is however to find the right decay factor. We do not want the agent to explore too

fast, because that would not be enough to get an understanding of the environment.

Moreover, too much exploitation might lead to being stuck at a local optimum.

As mentioned in 4.3.2, we have illegal moves in our environment. If taken will render

the solution incorrect. So to avoid picking illegal moves:

1. In the case of random actions: we loop randomly over the actions until a legal

action is chosen.

2. In the case of Q-values: we know now that a deep Q-learning algorithm, uses

a deep neural network to calculate the Q-values. Our network is a fully con-

nected network, it is comprised of an input layer with 50 neurons, taking the

states as inputs and with a “relu” activation function. The second layer is also

a 50 neurons layer and with a “relu” activation function as well. Then the out-

put layer has neurons equal to the size of the action space. After calculating

the Q-values from the neural network for all actions, we take these Q-values

and multiply them by a masking layer. The masking layer has a value of 0

where the corresponding move is illegal and 1 otherwise, thus multiplying the

Q-values by this masking layer will make the illegal Q-values equal to 0. After

this step, we recalculate the Q-values by inputting the results to a “softmax”

activation function layer. Finally, we get the Q-values of the actions with the

illegal moves Q-values being 0 and lower than all other values. They will never

be chosen by the agent, since the agent chooses the action with the highest Q-

value. Figure 4.4 shows the structure of our neural network as explained above.
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Figure 4.4: Graph showing the layers of our neural network

As explained in section 2.4.2, it is important to use a replay memory and a target

network in our algorithm to make it stable. Therefore, we use a replay memory of

type deque and size 2000 to keep track of those experiences, and we use a target

network to keep the Q-values stable.

After choosing the action, we update the environment and all the dependent data,

and we get a reward corresponding to the state. After that we add the array [state,

action, next state, done flag] to the replay memory, and if the episode is done we

update the target network. Then we check if the size of the replay memory is bigger

than the defined batch size, and if it is we take batch samples, train the agent,

update the Q-values, and decay epsilon.

We keep repeating the process explained above until the number of steps is met and

the episode is done. Then, we rest the environment to the initial values and repeat
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Figure 4.5: Deep Q learning pseudocode for the HLS resource constrained schedul-
ing problem.

the whole episode steps again, until all the episodes are done.

To sum it all up, we present below the pseudocode of the algorithm in figure 4.5.
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Chapter Five

Results

5.1 Experimental Setup

We implement our algorithm on a Jupyter notebook, using python version 3.10.4

and TensorFlow version 2.8.0. The agent is trained on a Windows 11 machine with

a 64-bit operating system, equipped with an i9 Intel Core CPU (3.10GHz) with 8

cores, a 32GB RAM and a 1TB disk storage. The hyper-parameters of the algorithm

for each dataset were chosen after many runs and trials from the ones that gave the

best results.

The benchmarks used for training are popular data flow graphs from [21] and found

in the literature such as in [20], and they describe the data flow graph of the real

life circuits applications. The data contains information about the names of the

operations and their types (multiplier, adder, etc..) and an arrow (→) exists to show

the connections between them. Different benchmarks contain different numbers and
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types of operations. The following example shows how the data is represented in

more detail,

• ADD 1 [label = ADD ]: ADD 1 is the name of the operation, [label = ADD]

indicates that this operation is of ADD (adder) type.

• ADD 1→ ADD 3: this indicates that ADD 1 is connected to ADD 3 and is

a predecessor to it

The use of these benchmarks is beneficial when comparing our algorithm with pre-

vious methods and with the known optimal solutions.

5.2 Experimental Results

First, we can see in table 5.1 information about the datasets such as the number

of nodes (operations), the number of connections between them (number of edges),

and the length of the critical path. As explained previously, the critical path indi-

cates the minimum possible time. These datasets are chosen to be of differing sizes,

in order to test our algorithm properly. We then show the results we got from our

reinforcement learning algorithm in table 5.2. In figure 5.1, we can see the rewards

for 4 datasets (HAL, ARF, cosine2 and smooth) plotted throughout the episodes.

It is very clear that the rewards are increasing through the episodes which indicates

that the agent is learning and improving the total reward. Moreover, we can see in

figure 5.2 an example of the output schedule of the HAL benchmark.
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Benchmark
Number
of Nodes

Number
of Edges

Length of
Critical Path

HAL 11 8 4
AR Filter 28 30 8
Motion 32 29 6

Wave filter 34 47 14
JPEG smooth 51 52 16

Cosine 2 82 91 8
Matmul 109 116 9

Smooth triangle 197 196 11

Table 5.1: Table representing information about the benchmarks, showing the
number of nodes (operations) and the number of edges (dependencies).

a) Results of the HAL benchmark b) Results of the ARF benchmark

c) Results of the cosine2 benchmark d) Results of the smooth benchmark

Figure 5.1: Plotting the average rewards the agent got throughout the episodes
for several benchmarks.
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Figure 5.2: Example of a schedule outputted for the HAL benchmark giving us
the best possible schedule throughout the episodes

Benchmark
Reinforcement learning

Time Steps ADD MUL LOD SUB STR IMP EXP LES ASR
HAL 4 1 2 - 1 - - - 1 -

AR filter 8 2 4 - - - - - - -
Motion 9 2 2 1 - 1 - - - -

Wave filter 14 3 2 - - - - - - -
JPEG smooth 16 4 1 4 - 1 - - - 1

Cosine 2 9 4 6 - 2 - 8 4 - -
Matmul 11 6 6 5 - 2 - - - -

Smooth triangle 13 15 10 10 4 - - - - -

Table 5.2: Results of the reinforcement learning algorithm

Benchmark
List Scheduling

Time Steps ADD MUL LOD SUB STR IMP EXP LES ASR
HAL 4 1 3 - 1 - - - 1 -

AR filter 8 3 6 - - - - - - -
Motion 7 3 3 1 - 1 - - - -

Wave filter 14 4 2 - - - - - - -
JPEG smooth 16 4 1 4 - 1 - - - 1

Cosine 2 8 4 8 - 4 - 8 4 - -
Matmul 10 6 6 6 - 3 - - - -

Smooth triangle 13 15 15 15 8 - - - - -

Table 5.3: Results of the list scheduling algorithm with a mobility priority list

5.3 Comparison and Notes

To compare our results, we implemented a list scheduling algorithm with a mobility

priority list, that chooses the operations with the minimum mobility to be scheduled

first. This is done because the results are dependent on the number of constraints

that are given by the user, and in both algorithms we use the same number of

constraints.
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Our results are very promising and show the power of our proposed approach. To

start with as seen in the benchmarks HAL, AR filter and wave filter we have the

same maximum time of 4, 8 and 14 respectively in both algorithms (tables 5.2 and

5.3). Note that this is the minimum possible time since it is equal to the length of

the critical path. However, our RL algorithm has less resources in these benchmarks.

For instance, RL gets 2 and 4 MULs for HAL and AR filter respectively while list

scheduling gets 3 and 6 for each. For the wave filter benchmark RL gets 3 ADDs

while list scheduling gets 4 ADDs. For the JPEG smooth dataset, we get the same

results in terms of time and resources with both algorithms.

Now for the Smooth triangle dataset, we get the same time steps of 13. However,

for this dataset the time step is bigger than the critical path and this is due to

the tight bounds imposed on this schedule. Once again, our algorithm gets better

resources with reductions in MULs and LODs from 15 to 10 and in SUBs from 8 to

4. For this dataset we gave the number of constraints to be 15 for each operation

type, and these results are due to the fact that list scheduling, even if it has flexible

constraints for a type, it schedules a number equal to the constraints.

Finally, for the remaining datasets (Motion, Cosine2, and Matmul), we got bigger

maximum time steps than those of list scheduling. For instance in Motion and

cosine2 we got 9 time steps while list scheduling got 8, and in Matmul we got 11

time steps versus 10 in list scheduling.

Moreover, reinforcement learning is much more computationally expensive than list

scheduling and it is not very suitable for small datasets. However, the goal of this

algorithm is to be used with circuits having thousands and millions of connections,
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which we believe it is very useful for.

As seen in the results, our algorithm was able to get the best time in most of the

benchmarks but not in all, and it was able to reduce resources significantly for the

benchmarks with the best time. This shows the power of such an algorithm and

indicates that further tuning and improvements can be done to balance between

getting the minimum time and reducing the number of resources.

50



Chapter Six

Conclusion and Future Work

6.1 Conclusion

In this work, we used a deep Q learning algorithm to solve the high-level synthe-

sis resource-constrained scheduling problem. First, we introduced HLS scheduling

and the different types of machine learning. After that, we went into more detail

about reinforcement learning, explaining its components and distinct algorithms.

Moreover, we presented an exhaustive investigation of the previous state-of-the-art

works. Then we showed our algorithm and its results. For the algorithm, we started

by reading the data and creating the environment for our problem. After that, we

implemented a deep Q learning agent using a neural network, a replay memory, and

a target neural network. We used masking to prohibit the agent from picking illegal

moves, and we trained it to get the best schedule. Our results proved the importance

and power of such a deep Q learning algorithm. We compared our results to a list

scheduling algorithm, further establishing its significance.
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6.2 Future Work

As mentioned previously, in this work we did not take chaining, multi-cycling and

pipelining into consideration. Therefore, we suggest extending the current algorithm

to handle either one, two, or all of these processes, and to examine their effects on

the final output. Moreover, we suggest investigating the possibility of treating all

steps of HLS as one problem instead of treating scheduling as a standalone one. In

addition to these propositions, we suggest trying out other reinforcement learning

algorithms and comparing the results with our algorithm.

52



Bibliography

[1] A. B. Kahng, J. Lienig, I. L. Markov, and J. Hu, VLSI Physical Design: From

Graph Partitioning to Timing Closure. Springer Publishing Company, Incor-

porated, 1st ed., 2011.

[2] G. Micheli, Synthesis and Optimization of Digital Circuits. 01 1994.

[3] E. Torbey and K. JP, “High-level synthesis of digital circuits using genetic

algorithms,” pp. 224 – 229, 06 1998.

[4] T. M. Mitchell, Machine Learning. New York: McGraw-Hill, 1997.

[5] T. Hastie, R. Tibshirani, and J. Friedman, Overview of Supervised Learning,

pp. 9–41. New York, NY: Springer New York, 2009.

[6] T. Hastie, R. Tibshirani, and J. Friedman, Unsupervised Learning, pp. 485–585.

New York, NY: Springer New York, 2009.

[7] R. S. Sutton and A. G. Barto, Reinforcement Learning: An Introduction. The

MIT Press, second ed., 2018.

[8] M. Sewak, Deep Reinforcement Learning: Frontiers of Artificial Intelligence.

01 2019.

53



[9] K. Arulkumaran, M. P. Deisenroth, M. Brundage, and A. A. Bharath, “Deep

reinforcement learning: A brief survey,” IEEE Signal Processing Magazine,

vol. 34, no. 6, pp. 26–38, 2017.

[10] A. Parker, J. Pizarro, and M. Mlinar, “Maha: A program for datapath synthe-

sis,” in 23rd ACM/IEEE Design Automation Conference, pp. 461–466, 1986.

[11] P. Paulin and J. Knight, “Force-directed scheduling for the behavioral synthe-

sis of asic,” Computer-Aided Design of Integrated Circuits and Systems, IEEE

Transactions on, vol. 8, pp. 661 – 679, 07 1989.

[12] R. Potasman, J. Lis, A. Nicolau, and D. Gajski, “Percolation based synthesis,”

in Proceedings of the 27th ACM/IEEE Design Automation Conference, DAC

’90, (New York, NY, USA), p. 444–449, Association for Computing Machinery,

1991.

[13] R. Camposano, “Path-based scheduling for synthesis,” Computer-Aided Design

of Integrated Circuits and Systems, IEEE Transactions on, vol. 10, pp. 85 – 93,

02 1991.

[14] C.-T. Hwang, J.-H. Lee, and Y.-C. Hsu, “A formal approach to the scheduling

problem in high level synthesis,” Computer-Aided Design of Integrated Circuits

and Systems, IEEE Transactions on, vol. 10, pp. 464 – 475, 05 1991.

[15] C. Gebotys and M. Elmasry, “Global optimization approach for architectural

synthesis,” Computer-Aided Design of Integrated Circuits and Systems, IEEE

Transactions on, vol. 12, pp. 1266 – 1278, 10 1993.

54



[16] T. C. Hu, “Parallel sequencing and assembly line problems,” Oper. Res., vol. 9,

p. 841–848, dec 1961.

[17] S. Devadas and A. Newton, “Algorithms for hardware allocation in data path

synthesis,” IEEE Transactions on Computer-Aided Design of Integrated Cir-

cuits and Systems, vol. 8, no. 7, pp. 768–781, 1989.

[18] V. Krishnan and S. Katkoori, “A genetic algorithm for the design space explo-

ration of datapaths during high-level synthesis,” Evolutionary Computation,

IEEE Transactions on, vol. 10, pp. 213 – 229, 07 2006.

[19] G. Wang, W. Gong, B. DeRenzi, and R. Kastner, “Ant colony optimizations for

resource- and timing-constrained operation scheduling,” Computer-Aided De-

sign of Integrated Circuits and Systems, IEEE Transactions on, vol. 26, pp. 1010

– 1029, 07 2007.

[20] H. Chen and M. Shen, “A deep-reinforcement-learning-based scheduler for fpga

hls,” pp. 1–8, 11 2019.

[21] “Express Benchmark Suit. University of California, Santa Barbara.” https:

//web.ece.ucsb.edu/EXPRESS/benchmark/.

55




